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Abstract 

This thesis is the result of a 6-month internship at OGMA, Indústria Aeronáutica de Portugal, S.A, with 

the purpose of developing a rotables’ inventory management system, which plays a major role in one of 

the company’s main business areas, aircraft maintenance. 

Based on the knowledge provided by the literature review and bearing the goals of the company in mind, 

it was concluded that a complete inventory management system should integrate: item classification, 

demand forecasting, inventory management and performance evaluation. Moreover, it should not only 

indicate how many spare parts must be acquired of each component, but also be able to help managers 

make decisions regarding buying or selling spare parts.  

The system was developed towards these recommendations, introducing item classification through the 

demand pattern, new demand forecasting techniques and new inventory management models, oriented 

for a multi-echelon scenario. It also includes a simulation-based inventory management model with the 

purpose of evaluating the effect of demand occurrence’s randomness in the system’s performance. 

Finally, a list of recommendations on how to use the system is provided and it is shown how the system 

can be used as a decision support tool. 
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Resumo 

Esta tese é o resultado de um estágio de 6 meses na OGMA, Indústria Aeronáutica de Portugal, S.A, 

com o objectivo de desenvolver um sistema de gestão de inventário de rotáveis, que desempenha um 

papel crucial numa das principais áreas de negócio da empresa, a manutenção de aeronaves. 

Tendo por base o conhecimento fornecido pela revisão bibliográfica com os objectivos da empresa em 

mente, foi concluído que o um sistema completo de gestão de inventário deveria integrar: classificação 

de items, previsão de consumos, gestão de inventário e avaliação de performance. Para além disso, 

deveria não só indicar quantas peças sobressalentes têm de ser adquiridas para cada componente, 

mas também ajudar os gestores nas decisões de comprar ou vendar peças sobressalentes.  

O sistema foi desenvolvido em linha com essas recomendações, introduzindo classificação de items 

pelo padrão de consumo, novas técnicas de previsão de consumos e novos modelos de gestão de 

inventário, orientados para um cenário multi-escalão. O sistema também inclui um modelo de gestão 

de inventário baseado em simulações, com o objectivo de avaliar o efeito da aleatoriedade de 

ocorrência de consumos na performance do sistema. Uma lista de recomendações sobre como utilizar 

o sistema também é fornecida e é mostrado como é que o sistema pode ser utilizado como uma 

ferramenta de suporte à decisão. 
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1. Introduction 

Managing the inventory of spare parts is an important task for companies across many industries. The 

management of these inventories faces some challenges: usually companies have to deal with 

significant amounts of different parts; their demand pattern is often intermittent and/or erratic, being 

difficult to forecast; and since their purpose is to maintain systems operational, the consequences of 

stock-outs can be serious.  

Aircraft maintenance is one of the industries where these inventories have more impact. Airlines and 

maintenance providers use spare parts to replace the ones removed from aircrafts, relying on an efficient 

management of their stock to keep the vehicles operational. The type of components which is probably 

more difficult to manage is rotables. Since they are repairable, rotables can be cyclically restored to a 

serviceable condition, forming a nearly closed system. As a consequence, both the repair time and 

demand forecast have to be taken into account when choosing the amount of spares that should be 

owned. Additionally, they are highly expensive, which implies large investments in order to achieve high 

levels of demand satisfaction. 

1.1. Problem definition 

Among its diverse competences and areas of business, OGMA – Indústria Aeronáutica de Portugal, 

S.A, performs the maintenance of a fleet of Lockheed Hercules C-130 aircrafts. The company operates 

at 2 different locations: one in Alverca, Portugal and another in Bricy, France, with both locations having 

warehouses, but only one having the capacity of repairing failed components. Managing the stock of 

rotables of these aircrafts is one of the main tasks required to guarantee the adequate performance of 

the maintenance program. However, given that rotables are repairable components and that the 

company operates in more than one location, the complexity of managing these parts’ inventories 

increases. 

At the beginning of the project, the main problems that the company faced and wanted to solve were a 

frequent incapacity of satisfying component demand and a high number of cannibalizations, required to 

suppress the lack of spares. Associated with these problems, the main consequences were penalties 

related to delivery delays and work hours spent removing cannibalized components, which both 

represent considerable costs to the company. This context and a history of partnership between the 

company and Instituto Superior Técnico motivated the development of this study. 

1.2. Solution objectives 

The purpose of this work is the development, for OGMA, of an inventory management system for the 

rotables of the aircraft Lockheed Hercules C-130. The system should be able to forecast demand, 

suggest the required amount of spare parts for each rotable and predict the corresponding service level 

for the following year. It should be possible to compare the quantity recommended with the current 
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quantity possessed, in order to know how many spare parts should be sold/acquired for each rotable. 

Furthermore, with information regarding the price of each component, it should be possible to know the 

investment required in the spare parts inventory,  

The system developed should be easy to use, capable of dealing with all the current rotables 

simultaneously and with new components as well, adequate to the two geographical locations reality, 

more precise, capable of providing relevant information to help on the decisions regarding buying/selling 

spares and contemplating the possibility of improvement. Thus, representing an effective improvement 

comparing to the previous system. 

1.3. Research methodology 

The starting point for the research conducted was inventory management. However, inventory 

management is a wide field of investigation, with multiple applications on different areas. Eventually, the 

research lead to 3 main fields of investigation: item classification, intermittent demand forecasting and 

repairable items’ inventory management models. Combined, the research conclusions from the 3 topics 

were the main sources of information for this project. 

1.4. Document structure 

The document is structured as follows. Section 2 explains the importance of rotables’ inventories for a 

maintenance provider and describes the method used by the company when this project was initiated. 

Section 3 presents a literature review on the 3 main topics studied during this project. Additionally, a 

small subsection is included with the purpose of presenting the main recommendations from literature 

on how a complete inventory management system should be structured. 

In section 4, the implementation of the system and its main characteristics are described, and in section 

5 the results obtained are presented and discussed. Additionally, it is demonstrated how the system 

developed can be used as a decision support tool, and a list of recommendations on how the company 

should use the system is presented. 

Finally, in section 6, the overall conclusions from the study are presented, as well as the 

recommendations for further research. 
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2. The Importance of Rotables’ Inventories  

2.1. Maintenance Background 

From an engineering point of view, maintenance can be defined as the process of “ensuring that physical 

assets continue to do what their users want them to do” [1]. An aircraft maintenance program translates 

this definition into a set of activities, with 4 objectives [2]: 

1) “To ensure realization of the inherent safety and reliability levels of the equipment; 

2) To restore safety and reliability to their inherent levels, when deterioration has occurred; 

3) To obtain information necessary for design improvement of those items whose inherent reliability 

proves inadequate; 

4) To accomplish the previous goals at a minimum total cost, including maintenance costs and the 

costs of residual failures.” 

Maintained systems may be subject to 2 types of maintenance [3]: 

1) Preventive maintenance: seeks to keep the system in an operational or available state by 

preventing failures from occurring; 

2) Corrective maintenance: includes all actions with the purpose of returning a system from a failed 

to an operational state. 

And maintenance processes can be can be divided into 3 major groups [4] [5]: 

1) Hard-time: a preventive maintenance process in which the component must be removed from 

service before a previously scheduled time. The amount of time can be measured in flight hours, 

number of landings or a simple calendar date; 

2) Condition-monitoring: also a preventive maintenance process, applied to components whose 

condition can be inspected without removing them. Inspections are made at previously 

determined time intervals, to detect and remove components whose condition does not 

correspond to a predetermined standard;  

3) On condition: a corrective maintenance process associated with components whose failure 

does not compromise flight safety. Components work until failure, and only then are removed 

from service. 

The previous paragraphs refer to components, which may be defined as “any part, combination of parts, 

subassemblies or units, which joined together perform a specific function necessary to the operation of 

an aircraft system” [4]. Given that aircrafts have thousands of components, there must be an easy way 

of identifying them. At OGMA, components are identified by their function, model and, in some cases, 

unit [5]: 
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 Function: defined by the ATA 100 chapter. Each chapter defines a system in the aircraft, and 

subchapters define subsystems; 

 Model: defined by the part number. If more than 1 part number exists for a given function, the 

components are considered to be alternatives; 

 Unit: additionally, each component might have an individual code associated, called the serial 

number. 

Furthermore, components can be divided in 4 categories [4]: 

1) Consumable: components whose repair is not economically viable and repair is not authorized; 

2) Recoverable: components whose repair is not authorized but that can be put into a serviceable 

condition through certain processes, such as recharging, refilling or content replacement; 

3) Repairable: components whose repair is authorized and economically viable. Therefore, they 

can be repeatedly restored to a fully serviceable condition; 

4) Rotable: identical to repairable components, but require an individual identification, the serial 

number. 

The last category represents the components analyzed in this study. Throughout this document, the 

terms ‘component’ or ‘spare’ will always be referring to rotables, and an ‘item’ will correspond to the 

rotables of the same ATA 100 code. The next subsection explains why having and managing an 

inventory of rotables’ spares is crucial for a maintenance provider. 

2.2. Managing an Inventory of Rotables’ Spares 

In general, a maintenance project dealing with rotables, follows the steps illustrated in figure 1: 

 

 

 

 

 

 

Figure 1: Maintenance process [5] 

It is possible to understand that, during the process, a fraction of the time is spent repairing components, 

specifically the time interval between step 3 and 4, being its average value usually known and called the 

mean time to repair (MTTR). On the other hand, the average repair turn-around time (TAT) includes not 

only the time interval between step 3 and 4, but also between 2 and 3 and between 4 and 5, which due 

to administrative and transportation delays, are usually greater than zero.  
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In many occasions, maintenance crew uses this total portion of time to perform other interventions. 

However, when a high number of components is being repaired, the repair department may not be 

capable of delivering components in time. Ideally, if an adequate inventory of spare parts exists, the 

period between step 3 and 4 is eliminated [5]. For this reason, airlines and maintenance organizations 

usually hold a rotables’ inventory, which needs to be managed to correctly perform its function.  

In order to evaluate the inventory’s performance, its service level (SL) is measured. The service level 

may be defined as the probability that a stock-out does not occur [4] or, alternatively, the percentage of 

demand that is expected to be satisfied, although this last definition is usually called the fill rate [6]. 

Finally, another important maintenance concept must be defined: cannibalizations. When demand for a 

component cannot be satisfied due to lack of stock and it is urgent to satisfy (e.g. the delivery date of 

the airplane is very close), an operational component can be ‘borrowed’ from another airplane. The 

demand for the component is thus transferred to the other airplane, which has a longer deadline. 

Cannibalizations increase the flexibility of the maintenance process, however, they can induce failures 

on other equipment and require working man hours [5].   

2.3. The Present Rotables’ Inventory Management System at 

OGMA 

When this project was initiated OGMA already had a rotables’ stock management system, which was 

based on the Poisson model. The output of this model is, for each component, the probability that within 

the repair turn-around time, demand will be less or equal to the number of spares. It assumes that 

demand follows a Poisson distribution, a discrete probability distribution that is used to describe the 

occurrence of events with a constant average rate. The probability density function is given by equation 

(1): 

 𝑃(𝑥) =
𝜇𝑥

𝑥!
𝑒−𝜇 , (𝑥 = 1, 2, 3 … ) (1) 

Where 𝑃(𝑥) represents the probability of occurring 𝑥 events, with an average occurrence rate equal to 

𝜇. 

Firstly, it is important to define some variables that are required for this model, starting with the average 

demand within the turn-around time (𝐷𝑇𝐴𝑇), which, according to [4], is calculated using equation (2): 

 𝐷𝑇𝐴𝑇 = 𝐷𝑎𝑛𝑛𝑢𝑎𝑙 . [(
𝑇𝐴𝑇

365
) . (1 − 𝑆𝑅) + 𝑆𝑅. (

𝐿𝑇 + 𝐴𝑇

365
)] (2) 

Where: 

 𝐷𝑎𝑛𝑛𝑢𝑎𝑙: annual demand; 

 𝑆𝑅: scrap rate (fraction of components that cannot be repaired); 
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 𝐿𝑇: supply lead time (number of days necessary for the for the supplier to deliver a replacement 

component); 

 𝐴𝑇: administration time (number of days required to handle the process of replacing a scrapped 

component). 

At the company, the equation that was being used was simplified by ignoring the scrap rate: 

 𝐷𝑇𝐴𝑇 = 𝐷𝑎𝑛𝑛𝑢𝑎𝑙 . (
𝑇𝐴𝑇

365
) (3) 

On the other hand, the company estimated the annual demand using 2 methods (both estimating the 

total demand, without separating demand from the 2 different locations): 

1) The mean time between failures (MTBF) equation: 

 𝑀𝑇𝐵𝐹 =
𝐹𝐻. 𝐹𝑆. 𝑄𝑇𝑌

𝑁𝐹
 (4) 

Where: 

 𝐹𝐻: flight hours per aircraft; 

 𝐹𝑆: fleet size; 

 𝑄𝑇𝑌: quantity per aircraft; 

 𝑁𝐹: number of failures. 

 

2) Averaging the demand from all the previous periods. 

Finally, returning to the Poisson model, its output becomes [4]: 

 𝑃(𝐷𝑇𝐴𝑇,𝑟𝑒𝑎𝑙 ≤ 𝑠) = ∑
𝐷𝑇𝐴𝑇

𝑠

𝑠!
𝑒−𝐷𝑇𝐴𝑇

𝑠

𝑖=0

 (5) 

Where: 

 𝑃(𝐷𝑇𝐴𝑇,𝑟𝑒𝑎𝑙 ≤ 𝑠): probability that, within the repair turn-around time, real demand will be less or 

equal to the number of spares, i.e. the service level; 

 𝐷𝑇𝐴𝑇,𝑟𝑒𝑎𝑙: real demand within the turn-around time; 

 𝐷𝑇𝐴𝑇: average demand within the turn-around time; 

 𝑠: number of spares. 

Therefore, for a given 𝐷𝑇𝐴𝑇, the Poisson model indicated how many spares the company should own in 

order to achieve a service level equal to 95% (the company’s target service level). However, since the 

demand used represented the total demand, this model did not allow to calculate how the spare parts 

should be distributed across the 2 warehouses. 
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3. Literature Review  

As mentioned earlier, the starting topic for the research conducted was inventory management, which 

is a field of investigation applicable to a wide range of business areas. In the context of this dissertation, 

the inventory management of rotables’ spare parts was the area of interest. 

The goal of this research was to understand the most important theories/models for inventory 

management systems, as well as the future line of work that is suggested in the most recent literature. 

The research provided important knowledge on 3 main areas: spare parts classification, demand 

forecasting and repairable items’ inventory management models. Combined, they form a complete 

inventory management system. 

To conclude, the review of literature provided knowledge that, along with the understanding of OGMA’s 

constraints, allowed to develop an inventory model that aimed to be precise, modern and complete. 

3.1. Addressing the Inventory Management Problem 

When starting to model an inventory management system, a strategy should be defined: should the 

system be based on a solid mathematical model, dealing with a selected range of variables? Or should 

a more realistic model for the particular situation be adopted? In alternative, should a philosophy like 

Just-in-Time be implemented, trying to minimize inventory as much as possible? 

Whichever strategy is chosen, Silver et al. [7] recommend incorporating the most important factors, while 

keeping the model as simple as possible. The authors list some suggestions that might be helpful when 

modelling complex inventory systems: 

 One should start with a simple model, adding complexities when necessary; 

 The measures of effectiveness used in a model should be consistent with the objectives of the 

organization; 

 It should be possible to present the results in a suitable form for management review, such as 

graphical display; 

 Absolute optimization should not be pursued, rather a significant improvement over current 

operations. 

 When there are sequential effects, such as forecasting uncertainties, simulation could be used 

to understand the behaviour of the real system. 

Given its complexity, the same authors recommend dividing the task of performing an inventory study 

into six phases: 

1) Consideration: focuses on understanding the problem to be studied, the strategic and 

organizational issues associated. The following questions should be answered: What are the 

objectives of the firm? Who is responsible for inventory management? What is the average 

inventory level value? What kind of computer resources are available? 
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2) Analysis: the first of 2 modelling stages, focuses on collecting data and understanding 

controllable and uncontrollable variables. The following questions should be answered: How 

many items are to be studied? Is demand deterministic or variable? What historical data are 

available? What are the service level targets? What are the number, location and capacity of 

each storage and manufacturing facility? What transportation modes are used? 

3) Synthesis: the second modelling stage, where the goal is to bring together all the information 

gathered before; 

4) Choosing among alternatives: having the objectives defined, knowing the data available and 

controllable and uncontrollable variables, choose a model that fits; 

5) Control: train staff that will use the tool, define how to deal with exceptions. Basically, guarantee 

that the system functions properly; 

6) Evaluation: the final phase consists of measuring how well the system developed works, 

comparing predicted with actual performance. 

3.2. Spare Parts Classification 

As pointed out by Syntetos and Boylan [8], “service parts for consumer products are highly varied, with 

differing costs, service requirements and demand patterns. Classification of stock keeping units is widely 

adopted by organizations, but the method of classification varies widely.” 

“A classification of spare parts, therefore, is helpful to determine service requirements for different spare 

parts classes, and for forecasting and stock control decisions” [9]. Syntetos and Boylan [8] conclude that 

the classification of service parts serves four purposes: 

1) Determination of service targets; 

2) Establishment of inventory decisions; 

3) Choice of forecasting approach; 

4) Choice of forecasting method. 

3.2.1. Classification Criteria 

In a study conducted by Bacchetti and Sacani [9], which covered an extended analysis of 25 papers, 

the most popular classification criteria related to parts’ cost and parts’ criticality. Other popular criteria 

were demand volume or value, supply characteristics and demand variability. Less popular criteria were 

also identified, concerning the parts’ life cycle phase, reliability and specificity. 

3.2.2. Classification Methods 

The classification methods can be divided in two main groups: quantitative and qualitative. According to 

Bacchetti and Sacani [9], most of the literature adopts quantitative classification methods, two of which 

will be looked into more detail bellow. 
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3.2.2.1. ABC Categorization 

The ABC categorization is a quantitative method, based on “Pareto’s Law”. Its underlying concept is that 

within any given population of things, approximately 20 percent of them contain 80 percent of the value, 

while the other 80 percent only contain 20 percent of the value. In this situation, value can be defined in 

numerous ways, such as money or usage rate [6]. 

Upon this categorization the population studied is divided in two or more categories, with decreasing 

importance, with the A category being considered as the most important and thus requiring the highest 

service levels [8]. 

Moreover, this type of classification can be used for both a single criterion (e.g. one of the criteria 

mentioned earlier, frequently being demand volume) and for multiple criteria. Multiple criteria 

classification, on the other hand, can be implemented using matrix models, weighted linear optimization, 

among other methods [9]. 

Syntetos and Boylan [8] suggest that when a Pareto classification is used, it may be advantageous to 

supplement it with further categorization, such as categorization of demand by intermittence and 

variability. 

3.2.2.2. Demand Classification Through Intermittence and Variability 

As mentioned before, demand pattern can be used as a classification criterion for spare parts, which 

tend to present different types of demand. However, the most usual are intermittent demand patterns. 

Firstly, it is important to understand what is demand intermittence and variability (related to erratic 

demand patterns). Demand can be considered intermittent if it is “infrequent in the sense that the 

average time between consecutive transactions is considerably larger than the unit time period, the 

latter being the interval of forecast updating” [7] and erratic if it is “one having primarily small demand 

transactions with occasional very large transactions” [10]. 

In 2001, from the aforementioned definitions, Syntetos [11] referred to non-normal demand as the one 

associated with infrequent occurrences and/or irregular sizes, when demand occurs. This type of 

demand does not allow demand per unit time period to be represented by the normal distribution. 

Therefore, non-normal demand patterns were defined as [11] [12]: 

 Intermittent demand item: an item whose demand is zero in some periods; 

 Erratic demand item: an item whose demand size is highly variable; 

 Lumpy demand item: an item whose demand is zero in some time periods. Moreover, demand, 

when it occurs, is highly variable; 

 Slow moving item: an item whose average demand per period is low, whether due to infrequent 

demand arrivals, low average demand sizes or both. 

Thus, lumpiness combines both intermittent and erratic demand characteristics.  
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Secondly, to classify demand, it is necessary to define which criteria/parameters should be used and 

decide their appropriate cut-off values. Wiiliams, in 1984, was the first to suggest a classification criteria 

based on demand intermittence/variability, while others had already suggested other criteria, such as 

demand magnitude [13]. Eaves, however, in 2002, proposed a revised scheme based on Williams’ 

criteria, which was also based on demand intermittence/variability [13]. 

Later, in 2005, Syntetos et al. [14] suggested a classification scheme based on the average inter-

demand interval (ADI) and the squared coefficient of variation of demand sizes (𝐶𝑉2).  

 Average inter-demand interval (ADI): defined as the average interval between two demand 

occurrences; 

 Squared coefficient of variation of demand sizes: 

 𝐶𝑉2 = (
𝜎

𝜇
)

2

 (6) 

Where: 

 𝜎: standard deviation of demand (ignoring periods without demand); 

 𝜇: demand’s mean (ignoring periods without demand). 

In this study [14], 3 forecasting methods were compared (exponentially weighted moving average, 

Croston’s method and the Syntetos-Boylan approximation), based on the same error measure, for the 

purpose of establishing regions of superior performance. Based on these regions, demand patterns 

were defined.  The rules proposed were validated by the simulation of 3000 real-intermittent demand 

data series from the automotive industry.  

 

 

 

 

 

 

 

 

This classification scheme (figure 2) divides demand into 4 categories and indicates, from the 3 

considered methods, which is the best forecasting method for each category. 

Other classification schemes have been presented more recently. In a study from 2013, Syntetos et al. 

[13] compared 3 different approaches: the one developed in 2005 by Syntetos et al.; an approximation 

suggested by Kostenko and Hyndman; and an ‘exact’ one. The authors concluded that the 

Figure 2: Demand categorization according to Syntetos et al. [37], with the ADI denoted by ‘𝑝’ 
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approximation suggested by Kostenko and Hyndman provided better forecasting results. Although the 

differences were small, they recognize that “the Syntetos-Boylan classification scheme may be 

perceived as more intuitively appealing since it relates explicitly to the compound nature of intermittent 

demand items”. Lastly, extending the classification’s schemes to also include other important criteria 

such as the part value or criticality, would increase the attractiveness to practitioners [13]. 

3.2.3. Final Note 

Different methods and criteria have been presented. In a nutshell, classification by the demand pattern, 

part’s criticality, part’s value, demand volume, among others can be combined to create multi-criteria 

classification systems. As Syntetos et al. in [15] note, “cost effective spare parts management relies 

upon appropriate classification methodologies”. Since spare parts have a highly varying nature, it is 

necessary to distinguish them for forecasting and stock management purposes. The case study 

performed by the aforementioned authors [15] shows that a simple, yet well-informed solution, can lead 

to substantial organizational benefits. This conclusion confirms the idea that a solid classification 

scheme should be part of a complete inventory management system. 

3.3. Demand Forecasting 

Demand prediction plays a major role on inventory management systems. As Gamberini et al. [12] note, 

“good forecasts of consumption are important and influence both airline fleet performance and economic 

returns on capital.” Using an advanced inventory management model based on poor demand forecasts 

will not generate satisfying results. Therefore, combining solid inventory systems and demand 

forecasting techniques is the way to build a satisfactory inventory management system. 

Rotables usually have two important characteristics: they are expensive and have low demand. Being 

expensive means that keeping spares represents a considerable investment for airlines and 

maintenance organizations. However, since these parts are critical to operations, there are considerable 

costs associated with their down time [16]. Therefore, having an accurate demand forecast is crucial to 

saving costs.   

3.3.1. Forecasting Overview 

There are 2 categories of forecasting techniques [17]: 

1. Quantitative: used when sufficient quantitative information is available; 

2. Qualitative: used when little or no quantitative information is available, but sufficient qualitative 

knowledge exists. 

A third category can also be considered, regarding the situations when little or no information (both 

quantitative and qualitative) is available, which corresponds to unpredictable situations. 

In the context of this project, where sufficient quantitative information was available, quantitative 

forecasting techniques were the ones to be studied and they can be divided in 2 major groups [17]:  



 

    26 
 

1. Time series: methods that predict the continuation of historical patterns;  

 Some approaches try decomposing time series, usually by attempting to identify a 

trend-cycle and a seasonal component. These are called decomposition methods. 

Examples: Additive Decomposition, Multiplicative Decomposition. 

 Others use the mean of historical data as a forecasting tool. These are known as 

smoothing methods. Examples: Simple Average, Moving Average, Single Exponential 

Smoothing, Adaptive-Response-Rate Single Exponential Smoothing, Holt’s linear 

method (trend-adjusted), Holt-Winters’ multiplicative and additive methods (seasonal 

and trend adjusted). 

Given its simplicity, smoothing methods are usually employed for short-term forecasting when a 

large number of forecasts are required. On the other hand, decomposition methods require more 

computations and attention from the user, thus requiring more time. 

2. Explanatory: methods that try to identify the underlying factors that influence the forecasted 

variable. The forecast would thus be expressed as a function of a number of variables that affect 

its outcome. Examples: Simple and Multiple Regression. 

To apply a quantitative forecasting method, 3 conditions are required [17]: 

 Information about the past is available; 

 This information must be quantified in the form of numerical data; 

 It can be assumed that some aspects of the past pattern will continue into the future. Also known 

as assumption of continuity. 

In the event that a quantitative method can be applied, then there are 5 basic steps in the forecasting 

task [17]: 

1) Problem definition: understanding how the forecast will be used and who will use it; 

2) Gathering information: gathering both statistical and judgmental information; 

3) Preliminary analysis: compute basic statistics and plot graphs; 

4) Choosing and fitting models: searching for adequate models for the data available and 

analyzing them; 

5) Using and evaluating a forecasting model: comparing real data with forecasted data, 

assessing its accuracy and making adjustments. 

3.3.1.1. Prediction Intervals 

Forecasts cannot be expected to be 100% accurate. Therefore, it is usually desirable to provide 

uncertainty statements, frequently in the form of prediction intervals, with the forecasted values. This 

way the user gets a ‘worst’ and ‘best’ case scenario estimates [17]. 

One way of calculating prediction intervals is through using the assumption that the forecast errors are 

normally distributed with a zero mean. The mean squared error (MSE) is used as an estimate of the 

standard deviation. Then, a prediction interval becomes [17]: 
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 𝐹𝑡+1 = ±𝑧√𝑀𝑆𝐸 (7) 

Where: 

 𝐹𝑡+1: forecast (interval) for the next period; 

 𝑧: value related to the normal distribution, see table 1; 

 𝑀𝑆𝐸: mean squared error. 

Adjusting the value of z determines the width and probability of the prediction interval. Some of the most 

commonly used values are presented in table 1: 

Table 1: Values of “z” and corresponding probabilities, according to the normal distribution 

z Probability 

0.674 0.5 

1.15 0.75 

1.96 0.95 

2.576 0.99 

3.3.2. Forecasting Intermittent Demand  

 “Unless demand occurs at every inventory review period and is of a fairly constant size, it always creates 

problems in the manufacturing and supply environment as far as forecasting and inventory control are 

concerned” [11].  

This type of demand series is often referred to as intermittent [11] and these demand patterns are 

common among spare parts, such as rotables [18]. On the other hand, smooth demand does not 

represent a challenge from a forecasting perspective [11]. 

As pointed out by Nikolopoulos et al. [19], “for many years, the academic literature on intermittent 

demand forecasting focused on the adaptation of traditional forecasting methods”. Even nowadays, 

“traditional time-series such as moving average or simple exponential smoothing are still the most used 

in practice” [9]. 

However, these methods have proved to be inappropriate in the context of intermittent demand [19], 

considering they overestimate the mean level of demand if applied immediately after a demand 

occurrence [9], which can be explained by the existence of many zero observations in the intermittent 

demand series [19]. 

Intermittent demand forecasting as a separate branch of demand forecasting, emerged after the 

introduction of Croston’s method, in 1972. Most of the research conducted afterwards is based on his 



 

    28 
 

method [19]. Croston claimed that his method was unbiased and theoretically superior. Despite the 

acclaimed theoretical superiority, empirical evidence suggested modest performance gains and, 

sometimes, even losses in performance, comparing to simpler forecasting techniques [20]. In 2001, 

Syntetos and Boylan [20], investigated the reason why Croston’s method was not as accurate as 

expected theoretically and discovered that the method was biased. In 2005, the same authors suggested 

a new method (Syntetos-Boylan approximation), based on Croston’s, that is approximately unbiased 

[21].  

More recently, other approaches have been studied, such as neural networks (a non-linear forecasting 

method, that is based on mathematical models that try to replicate the way brains are thought to work) 

[17] and bootstrapping. 

3.3.2.1. Comparisons and Conclusions 

In 2005, Syntetos et al. [14] compared 3 forecasting methods (Syntetos-Boylan approximation, 

exponentially weighted moving average and Croston’s method) on an intermittent demand context, 

defining regions of superior performance and then categorizing demand based on these regions. 

According to the authors, the Syntetos-Boylan approximation performs better for the erratic, intermittent 

and lumpy demand patterns, while Croston’s method is more adequate for smooth demand patterns.  

Also in 2005, Gamberini et al. [12] conducted a study with the goal of analyzing the behavior of 

forecasting techniques when dealing with lumpy demand. Lumpy demand is then characterized as one 

of four categories, based on the aforementioned Syntetos and Boylan’s modified William’s criteria [14]. 

This study evaluated and compared the performance of various forecasting methods, namely single 

exponential smoothing, trend-adjusted exponential smoothing and both additive and multiplicative Holt-

Winters’ method; moving, weighted and exponentially weighted averages; and Croston’s. Its results 

demonstrated the superiority of the weighted moving averages, Croston’s method, exponentially 

weighted moving average and trend-adjusted exponential smoothing.  

More recently, in 2010, Macedo [4], analyzed the performance of 13 forecasting methods, including 

additive and multiplicative decomposition, Croston’s and Syntetos-Boylan approximation, moving 

averages, trend-adjusted exponential smoothing and both Holt-Winters’ methods, on a sample of 11 

rotables from an airline company. Overall, the methods with the best performance were the multiplicative 

and additive decomposition, as well as the multiplicative Holt-Winters’ and weighted moving average. 

On the other hand, the Croston’s and Syntetos-Boylan approximation only had average performances.  

In 2012, Bacchetti et al. [9] pointed out that most comparative studies support the superiority of the 

Croston’s method and its variants over traditional time series methods, with the Syntetos-Boylan 

approximation being referred to as the method with the best performance. This idea is also confirmed 

by Syntetos and Boylan [8]. However, there is still no consensus on which forecasting method is the 

best for spare parts [9]. 

Moreover, the comparison between non-parametric (such as bootstrapping) and parametric forecasting 

methods has also been subject of discussion in literature. In 2004, Willemain et al. [22] compared the 
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performance of single exponential smoothing, Croston’s method and a bootstrapping method, 

concluding that the bootstrapping approach improved the forecasting accuracy comparing to the other 

two methods. However, this study has been criticized [23]. Recently, Syntetos et al. [23] recognized 

some advantages of the bootstrapping approach but questioned if the considerable added complexity 

was worth the improvement on the results.  

Lastly, regarding neural networks, much of their promise comes from the hope that they can adapt do 

irregularities in time series. However, they do not allow much understanding of the data, providing a 

“black box” forecasting approach [17]. 

3.3.2.2. Sources of lumpiness and its impact on forecasting accuracy 

In 2002, Ghobbar and Friend [24] investigated the sources of demand lumpiness that affect aircraft 

maintenance repair parts demand rate, within an airline context. Understanding these sources seems 

essential, so that management can act appropriately in order to reduce the level of lumpiness [11].  

This study concluded that the aircraft utilization rate can be a major source of lumpiness. Moreover, 

whenever we come across a higher utilization rate, the square coefficient of variation increases and the 

average inter-demand interval decreases, therefore demand becomes more erratic and less intermittent.  

In contrast, a lower aircraft utilization rate is associated with a higher average inter-demand interval 

(higher intermittence). 

Furthermore, Ghobbar and Friend, in 2003 [16], studied the effect of 4 environmental factors (primary 

maintenance process, seasonal period length, square coefficient of variation and average inter-demand 

interval) on 13 forecasting methods used for demand prediction of aircraft spare parts.  

The results indicate that the impact of demand variability on forecast errors is significant. More 

specifically, as demand intermittence and variability increases (both average inter-demand interval and 

square coefficient of variation), the mean absolute percentage error also increases.   

The authors also concluded that, in general, hard-time components have more effect in increasing 

accuracy compared to condition-monitoring components. Lastly, regarding the seasonal period length, 

the forecasting error is smaller for a smaller number of periods into which a year is divided (i.e. 

forecasting on a quarterly basis reduces the forecasting error comparing to a monthly basis). 

3.3.2.3. Temporal aggregation 

When dealing with intermittent demand, applying classical forecasting methods (such as exponential 

smoothing) is usually inappropriate, due to the existence of many zero observations in the series. 

Intuitively, aggregating demand in lower frequency periods, reducing the number of zero observations, 

would seem a better approach, which is often referred to as temporal aggregation, one type of demand 

aggregation [19]. 

According to Nikoloupolos et al. [19], applying temporal aggregation to intermittent demand would seem 

natural for the following reasons: 
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1. Zero observations are gradually eliminated, therefore, intermittence is reduced; 

2. With fewer (or none) zero observations, many more forecasting methods become available to 

be employed; 

The aforementioned study [19] investigated the impact of forecasting using temporal aggregation on the 

stock control performance of intermittent demand patterns. 3 forecasting methods are considered 

(Croston’s, Syntetos-Boylan approximation and simple exponential smoothing) with 2 different 

approaches: aggregation and classical. The authors noted that a steady stream of research has 

concluded that aggregation of data improves the accuracy of the forecasts, with the lower variability of 

the aggregated demand sustaining this conclusion. 

The results from this study showed that, comparing to the classical forecasting approach, the forecasting 

aggregation approach results in higher achieved service levels, which come from higher holding 

volumes. However, a combined cost-service analysis conducted by the same author concludes that the 

aggregation approach is more cost-efficient for target service levels higher than 90%, which are within 

reasonable targets in the aviation industry.  

In sum, whether a classical or aggregation approach is used, Croston’s method achieves higher service 

levels, which would be expected since it is usually associated with higher inventories. In contrast, the 

Syntetos-Boylan approximation is associated with the lowest total inventory cost. Plus, the performance 

of the simple exponential smoothing method becomes closer to Croston’s when temporal aggregation 

is used (when aggregation is used, the number of zero observations is reduced and the forecasts using 

Croston’s method become equal to the ones using simple exponential smoothing). 

Finally, Nikolopoulos et al. [19] concluded that “a simple technique such as temporal aggregation can 

be as effective as complex mathematical intermittent demand forecasting approaches”. The authors 

also pointed out that “there is evidence from various surveys that practitioners are more likely to use 

simpler forecasting methods compared to sophisticated quantitative approaches”. 

Thus, using an aggregation approach with the Syntetos-Boylan approximation method would seem to 

be recommendable in an intermittent demand context. 

3.3.3. Forecasting Accuracy 

In a forecasting task, one fundamental concern is to evaluate the forecasting accuracy. Some of the 

most common statistical measures (considering 𝑛 time periods and denoting the forecast for period t as 

𝐹𝑡 and the observed demand for period t as 𝑌𝑡) are defined as follows [17]: 

 Error (𝑒𝑡) 

 𝑒𝑡 =  𝑌𝑡 − 𝐹𝑡 (8) 

 Mean Error (ME) 
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 𝑀𝐸 =  
1

𝑛
∑ 𝑒𝑡

𝑛

𝑡=1

 (9) 

 Mean Absolute Error (MAE) 

 𝑀𝐴𝐸 =  
1

𝑛
∑ |𝑒𝑡

𝑛

𝑡=1

| (10) 

 Mean Squared Error (MSE) 

 𝑀𝑆𝐸 =  
1

𝑛
∑ 𝑒𝑡

2

𝑛

𝑡=1

 (11) 

 Percentage Error (𝑃𝐸𝑡) 

 𝑃𝐸𝑡 =  (
𝑌𝑡 − 𝐹𝑡

𝑌𝑡

) . 100 (12) 

 Mean Percentage Error (MPE) 

 𝑀𝑃𝐸 =  
1

𝑛
∑ 𝑃𝐸𝑡

𝑛

𝑡=1

 (13) 

 Mean Absolute Percentage Error (MAPE) 

 𝑀𝐴𝑃𝐸 =  
1

𝑛
∑|𝑃𝐸𝑡|

𝑛

𝑡=1

 (14) 

It is important to note that the ME is likely to be small since positive and negative values tend to offset 

one another, thus being useful only to understand if there is a systematic under- or over-forecast. Both 

MAE and MSE always make errors positive, with the MSE being easier to handle mathematically. These 

first measurements do not allow comparison on different scales., therefore, they require measurements 

based on the percentage error. The MPE suffers from the same issues as the ME [17]. 

3.3.4. Final Note 

Choosing the best forecasting method on an intermittent demand context is a very difficult task, and the 

literature still doesn’t conclude which method is the best [19]. A large number of companies still use 

simple exponential smoothing and mean time between removals (MTBR) methods to forecast spare 

parts demand [16], but recent studies question the use of these methods as they consistently generate 

poor forecasting results on an intermittent demand context [16]. 

For intermittent demand data, Croston’s method is still considered the standard practice. The 

performance of this method can be improved by applying an adjustment factor, in which the Syntetos-

Boylan approximation consists [8]. There is evidence that this approximation performs well from both 

forecasting and inventory management perspectives [8] [19]. These methods can be combined with 

specific classification schemes, connecting the type of demand to superior performance forecasting 

methods, as Syntetos and Boylan pointed out in 2005 [14]. Aggregating demand in longer time-buckets 

could be an alternative strategy to deal with intermittent demand [23]. 
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Although Croston’s method and its variants (especially the Syntetos-Boylan approximation) seem 

adequate in an intermittent demand context, there are some restrictions regarding the degree of 

lumpiness that may be dealt with a parametric distribution. The bootstrapping approach seems 

appealing for very lumpy demand items [8], however, it requires more computing power, which can be 

important things to consider when the number of stock keeping units is large, and also requires more 

specialist knowledge [23]. 

3.4. Repairable Item Inventory Management Models 

Most of the classical inventory management models are consumable-item oriented; once demand is 

satisfied, the items leave the system. However, many sectors (such as military, airlines, transportation 

and electronics) deal with repairable spare parts, a kind of item that can be recovered to a serviceable 

condition after failure. Therefore, they can cycle through the system indefinitely, until eventually they are 

scrapped [25] [26], and their function is to assist maintenance staff in keeping equipment operational 

[27].  

3.4.1. The Multi-Echelon Problem 

One of the most common problems in repairable item inventory management systems is where to 

allocate inventory in a multi-echelon system [27], a common situation in the military context. 

The multi-echelon problem is typically a two-level (or higher) system where a number of bases are 

served by a central depot. Operating units at the bases fail and then generate demand. The failed unit 

is sent to repair at base-level (if bases have repair capacity) or depot level. Demand may then be 

satisfied by base-level stock. If not, a backorder is placed and demand must be satisfied from depot-

level units. If no condemnation is considered, the system can be considered closed [25]. 

In a nutshell, the challenge is to set inventory levels at each base and at the depot, so that a target 

service level is achieved, taking into account the influence of demand, repair and transportation times 

and possibly a budget constraint [25]. 

 

 

 

 

 

 

 

 

 Figure 3: A two-echelon system [38] 
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3.4.2. METRIC – Multi Echelon Technique for Recoverable Item Control 

In 1968, Sherbrooke [28] presented the METRIC model. This model presents itself as a technique aimed 

at dealing with the inventory management of repairable items on a multi-echelon reality. According to 

Sherbrooke [28], "METRIC is a mathematical model translated into a computer program capable of 

determining base and depot stock levels for a group of recoverable items; its governing purpose is to 

optimize system performance for specific levels of system investment."  

Thus, the goal of this model is to calculate the amount of stock required and its distribution among bases 

while minimizing the number of backorders, for a given optimization target (e.g. cost or availability).  

The following subsections provide a short review on this method, presenting assumptions, requirements, 

limitations and essential concepts. 

3.4.2.1. Assumptions and Requirements: 

The METRIC model relies on some assumptions, all assumed to be reasonable approximations of reality 

[28]. According to Nahmias [26], METRIC is based on the following assumptions: 

 Demands for an item at bases are generated by a stationary compound Poisson process; 

 The probability of a failed item of type i at base j can be repaired at the base is known; 

 The expected base repair time, the expected order-and-ship time from the depot to each base, 

and the expected depot repair time for all items are known constants; 

 All items can be repaired; 

 There is no lateral resupply; 

 Successive repair times are independent identically distributed random variables (Infinite repair 

capacity); 

 For high cost, low demand items, the appropriate policy is (s-1, s), which means that items are 

not batched for repair or resupply requests. 

Guide et al. [25] also state that the model requires knowing the following information: 

 The variance-to-mean ratio of demand;  

 Optimization targets, expressed as maximum dollars available and/or maximum expected 

backorders per item allowed; 

 The average depot repair time for each item; 

 The item unit cost for each item; 

 The average fraction of each item which is repairable; 

 The average repair time of each item for each base; 

 The average order and shipping time from each base for each item; 

 The demand observed over the time period; 

 Forecasts or estimates of planned flying hours. 
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3.4.2.2. Basic Concepts  

Sherbrooke [29], defines some important concepts to use in the METRIC model. The first two are the 

fill rate and backorders, essential to evaluate the system’s performance. 

1) Fill rate: percentage of demands that can be met at the time they are placed. Will be used 

throughout this document as an equivalent to the service level; 

2) Backorders: number of unfilled demands (unsatisfied orders) that exist at a certain point in 

time.   

Another important concept to define is stock level, which Sherbrooke [29] defines through equation (15): 

 𝑠 = 𝑂𝐻 + 𝐷𝐼 − 𝐵𝑂 (15) 

Where: 

 s: stock level (number of spare parts) 

 OH: number of units of stock on hand (‘on the shelf’) 

 DI: number of units of stock due in from repair and resupply 

 BO: number of backorders (orders waiting to be satisfied) 

As the author indicates, this equation is commonly called inventory position, and its value is constant if 

the order quantity equals one. 

The following example [29] helps to understand how these variables work. When demand occurs, the 

number of units due in from repair increases by one. If the stock on hand is greater than zero, then it is 

decreased by one (one item is removed from the ‘shelf’ and replaces the faulty one removed from the 

airplane); otherwise the number of backorders increases by one (an item is then missing on the airplane, 

there is one backorder). When a repair is completed, the number of units due in is reduced by one and 

one of two things happens: if there was a backorder, the number of backorders is reduced by one; if 

there wasn’t any backorder, the stock on hand is increased by one (an item is placed ‘on the shelf’). 

In both situations (repair initiated and repair finished) the stock level remains the same, because the 

order quantity equals one. 

3.4.2.3. Limitations 

The main limitations associated with the METRIC model relate precisely with the model’s assumptions. 

Although they are considered to be reasonable approximations, they still do not represent real-life 

situations: 

 The METRIC model does not allow for the condemnation of units. This assumption neglects 

aging products: not all units can be repaired neither repairing is always economically viable; 

 METRIC presents only one level of indenture, neglecting assembly/subassembly relationships; 

 The one-for-one replenishment policy may not be adequate in real-life; 

 The repair capacity is actually finite; therefore, repair delays are expected to occur when the 

repair shop’s utilization rate rises; 
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 Repair capacity can change throughout the year, due to the variation of the number of workers 

in the repair shop associated with, for example, vacations; 

 Cannibalization is often practiced, and its potential benefits or consequences are not taken into 

account with METRIC; 

 METRIC does not allow lateral transshipments. However, when the transportation time between 

bases is significantly shorter than between bases and depot, lateral transshipments could be 

an option. 

 Furthermore, given the complexity of the model, it may be difficult to fully understand and implement it.  

3.4.3. METRIC-based extensions and modifications 

As mentioned before, some of METRIC’s assumptions can be questioned. After the introduction of the 

model, literature has presented several extensions and modifications that aim to eliminate some 

assumptions, bringing the original METRIC model closer to real life situations.  

The following subsections present the modifications that seemed to have potential to be implemented 

in this project.  

3.4.3.1. MOD and VARI-METRIC  

Considering the purpose of including assembly/subassembly relationships, MOD-METRIC was 

presented in 1973 by Muckstadt [30], allowing for multiple levels of indenture. However, the method 

becomes increasingly complex as the number of indenture levels increases [25].  

VARIMETRIC, introduced by Sherbrooke in 1986 [31], is another important modification presented by 

literature, combining an improvement in accuracy and including the multi-indenture levels introduced by 

MOD-METRIC. According to the author, “when the METRIC model was developed, it was clear that it 

understated base backorders. In most cases the error was not large and the simplicity of METRIC 

seemed to overshadow the lack of precision” [31]. The understatement of backorders and 

overestimation of expected availability of repair items motivated the development of this modification. 

At the time other modifications had already been presented aiming to increase the accuracy of METRIC, 

but their implementation required substantial computational time [31]. Graves, in 1985 [32], presented 

a method that contemplated approximating the distribution of the number of units from each base that 

are either in repair or resupply at a point in time, by a negative binomial distribution. Graves performed 

tests that showed that in 11% of the cases the METRIC approximation resulted in a wrong decision, 

recommending always less stock than was actually required. The negative binomial distribution 

performed significantly better resulting in a wrong decision in only 1% of the cases. 

Following the work presented by Graves, Sherbrooke presented the VARI-METRIC, a model oriented 

to multi-echelon, multi-indenture systems, using the negative binomial distribution approximation. He 

concluded [31] that if a backorder target is used, METRIC will underestimate the budget required; for a 

target investment level, METRIC will understate backorders. 
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3.4.3.2. Queuing and variation of the repair capacity  

One of the questionable assumptions of METRIC is the infinite repair capacity. In systems with high 

repair facility utilization, this assumption can introduce a serious underestimation of spare parts 

requirements [33]. 

There is a group of models that address the multi-echelon repairable item inventory systems when 

limited repair capacity is considered [25], usually based on the classical machine repair queuing model. 

Although representing a more realistic approach than METRIC, these models are also considerably 

more difficult to solve [25] and require more information such as the number of repair servers and their 

repair rate. 

Recently, in 2014, Tracht et al. [34] noted that all these queuing models assume that the repair capacity, 

although limited, is constant. However, in an industrial environment, vacation periods reduce the repair 

shop’s capacity throughout the year, especially during summer months. Thus, workers that remain 

operational during these periods deal with similar amount of parts to repair. In this study [34], the authors 

compared 3 different situations:  

1. No period with diminished repair capacity is considered; 

2. During 60 days, repair capacity is diminished; after that period the repair shop is back to full 

capacity; 

3. The vacation period is approximated by using average repair capacity and utilization rate 

throughout the whole year. 

The authors concluded that neglecting the vacation period (situation 1) causes understocking. Inventory 

has to be increased to maintain the predefined backorder level, when the considering vacation period 

(situation 2) and using average values (situation 3) yields inaccurate results. As future line of work, they 

suggested considering more than one vacation period and even a number of workers’ fluctuation due to 

waves of sickness. 

3.4.3.3. Other relevant areas of development 

Literature has presented solutions to repairable item inventory management systems where other 

METRIC assumptions are relaxed, with some studies even combining more than one modification. 

Models where the first-come first-serve assumption is relaxed and look-ahead policies are used, such 

as allocating repaired units to the bases where the backorder reduction is the greatest, have been 

developed [25]. Lateral transshipments are also included in some models. However, these should only 

be applied when the lateral transshipment times are significantly lower than the normal resupply time 

[35]. The one-for-one replenishment policy can also be eliminated, allowing repair/delivery batching. 

Systems that include inventory holding and shortage costs on budget constraints or allow 

condemnations can be found, too [25]. 
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3.4.4. Final Note 

Developing an inventory management model that translates the behavior of a real system (providing 

accurate results), while taking into account real life limitations is the main challenge. Although METRIC 

remains a reference for the multi-echelon repairable inventory problem, many modifications/extensions 

have been developed throughout the years. Some (such as VARI-METRIC), do not require more data, 

while increasing the original model’s precision. Others, although important, increase the complexity of 

an already difficult problem to solve.  

As a future line of development, tying repairable inventory models to service levels and developing 

decision support systems that help managers in making decisions, seem areas that need development 

[25].  

3.5. A complete approach on spare parts management 

Wagner and Lindemann [36] argue that a supply chain management approach should be adopted when 

dealing with spare parts. They point out that successful supply chain management requires decisions 

on 3 levels:  

1) Strategy or design 

2) Planning 

3) Operations 

According to them, planning and operations are related to demand forecasting/determination of 

inventory levels, while the strategy level is related to make-or-buy decisions or long-term capacity 

planning. The strategy level could be linked to the development of decision support tools, which have 

already been mentioned. 

Syntetos et al. [8] point out that although important, forecasting accuracy does not guarantee the 

optimization of inventory performance. Assessing inventory costs and service level should also be 

considered. “Taken together, forecast accuracy and inventory measures provide the manager with a 

comprehensive overview of the system’s performance” [8].  

Finally, Bacchetti and Sacani [9] note that an approach that integrates spare parts classification, demand 

management and forecasting, inventory management models and performance measurement is barely 

present in literature. The authors propose precisely this approach to spare parts management, where 

the 4 components mentioned are connected in a system, and where different spare parts are treated 

with different demand forecasting and inventory management techniques, depending on their 

classification.  

 

 

 



 

    38 
 

 

 

 

 

 

 

They [9] also note that one of the main gaps between practice and literature is the application of the 

methods. Usually publications don’t take into account the difficulties, requirements and obstacles that 

users are faced when using forecasting systems. 

  

Figure 4: An integrated approach to spare parts management suggested by Bacchetti et al. [9] 
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4. Development and Implementation 

4.1. Model Description 

The system developed for the purpose of this thesis combines the 4 components explained in the 

literature review: item classification through demand pattern; demand forecasting; inventory sizing 

through analytical inventory management models; and performance evaluation through simulation. 

The main concerns in developing this new inventory management system were to: 

 Develop a complete rotables’ inventory management system, that combined spare parts 

classification, forecasting, inventory management and performance assessment; 

 Develop a system that performs all calculations automatically for all the active items (nearly 

900) and is apt to include new or exclude obsolete items; 

 Use the conclusions from literature, implementing recommended models on each area; 

 Guarantee that the models chosen provided useful results from the company’s point of view, 

adjusting the models when necessary; 

 Demonstrate how the system can and should be used as a decision support tool; 

 Choose a familiar programming platform for the company, which could allow further 

developments, if needed. 

Regarding this last concern and the type of data available (Microsoft Excel spreadsheets) the system 

was developed on a Visual Basic for Applications (VBA) environment. Each flow chart presented in the 

following subsections explains the structure of one of the 17 VBA macros created, although only for a 

single item. However, the macros/programs perform the calculations for all the items. The macros can 

be divided into six major groups: 

 

Figure 5: System’s main procedures 
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4.2. Data gathering 

As mentioned in section three, one of the first tasks in developing an inventory management system is 

to bring together all data available and prepare it to be used. 3 macros where created in order to do this. 

4.2.1.1. Reading Data 

The data relevant to this project was available in Microsoft Excel spreadsheets, together with other non-

relevant information. A macro was written so it could read the information considered to be relevant for 

this project. The data collected for each item is presented in table 2: 

Table 2: Data gathered for each rotable 

The repair turn-around time is essential to the inventory management model. In the company, it includes 

not only the actual repair time, but also the contribution of other activities that have to be considered 

from the moment an item is removed until it is ready to be used, after repair has been performed. For 

the components that did not have the turn-around time specified, it was assumed to be 30 days. The 

MTBF and quantity per aircraft could be used to forecast consumptions based on past failures, together 

with the expected number of flying hours of the fleet of aircraft.  

4.2.1.2. The Demand Record 

The next step in the data gathering process was to use the company’s demand record: demand from 

the two locations where the company operates should be separated and the unit of time used should be 

specified. The demand records available specified the day of each demand occurrence. The unit of time 

could thus be a week, month, quarter, year, etc. However, one of the goals was to have the smallest 

amount of irregular patterns as possible, since they are proven to be very difficult to deal with. To achieve 

that, the recommendation from Nikolopoulos and Babai [19] was followed: gather demand into longer 

Variable Available for all components? 

PN YES 

ATA 100 code YES 

TAT (days) NO 

MTBF (hours) NO 

Quantity per aircraft NO 

Target service level YES 

Current stock YES 
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time-buckets. Demand was then aggregated on a one-year time-bucket, and the forecast temporal unit 

was the same. Thus, many intermittent items (with few consumptions over the registered years) could 

become smooth demand patterns, having at least one consumption at each period analyzed (2012-

2015). Furthermore, the inventory management models studied only required the annual demand. 

However, a consequence of aggregation is that the number of time periods present in the demand record 

is smaller, which could complicate the forecast initialization. 

4.2.1.3. Gathering Data by the ATA 100 Chapters 

The final task was to group all data mentioned earlier by the ATA 100 chapters. From a practitioner’s 

point of view, knowing the demand from a group of components that are alternatives between one 

another is more relevant than knowing the consumption of each of these items separately. The same 

applies to the stock owned by the company. 

4.3. Item Classification 

4.3.1. Choosing a Method 

Different criteria and methods can be used to classify items and choosing them is a task subject to data 

constraints. Considering all the possible criteria that are commonly used in literature, the ones available 

were: 

 Demand variability (not directly, but possible to calculate with the demand records) 

 Demand volume 

Based on this, classifying items by demand variability according to Syntetos et al. [14] seemed the most 

adequate method to apply. Other possibility was to classify items by demand volume using an ABC 

analysis. However, this required some judgmental decisions regarding target service levels and demand 

volume intervals. Although it was not implemented, it should be considered in future applications, along 

with a criticality, cost and/or primary maintenance process classification. 

4.3.2. Implementation 

The classification performed was the one suggested by Syntetos et al. [14]. The average inter-demand 

interval and the squared coefficient of demand variation were calculated for both demand records of 

each item and, based on that, the demand was classified as smooth, intermittent, erratic or lumpy. 

To warn the system’s users, a color code was associated with each classification: 
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Table 3: Demand pattern’s colour code and recommendations 

Demand Pattern Colour Recommendation 

Smooth Green 

Regular pattern, forecast is 

expected to be close to real 

demand 

Intermittent Yellow 
Irregular pattern, forecast 

should be used carefully 

Erratic Yellow 
Irregular pattern, forecast 

should be used carefully 

Lumpy Red 

Highly irregular pattern, high 

probability that forecast will not 

match real demand 

 

The algorithm is described in the following flowchart: 

 

 

 

 

 

 

 

 

 

 

 

 

User input: 

 Last year that 

has demand 

records 

Read demand records 
until specified year 

Calculate 𝐴𝐷𝐼 and 𝐶𝑉2 Classify demand 

Write category with 
corresponding color 

code on the 
spreadsheet 

Figure 6: Demand classification algorithm 
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4.4. Demand Forecasting 

4.4.1. Choosing a Method 

For this section of the system, conclusions drawn from the study conducted by Syntetos et al. [14] were 

used. This decision was supported by the fact that most literature supports the superiority of both 

Croston’s and Syntetos-Boylan methods. Additionally, in order to allow forecasting data with trends, 

Holt’s linear method was also implemented. Other methods, such as bootstrapping or neural networks 

could have been considered, but the fact that they significantly increase the system’s complexity and 

computational time, without guaranteeing a better performance, justified not using them. Moreover, 

bootstrapping seems to be more advantageous on a majorly lumpy demand context, which was not 

verified (see table 6). 

The 2 methods that were already being used by the company were also implemented in this system: a 

forecast based on the expected flying hours, using the MTBF, and a forecast using the simple average 

method. However, the simple average method was adjusted to generate 2 different forecasts (one for 

each location) and for both the MTBF and simple average methods the MSE, MAE and MAPE were 

calculated. In order to be compared, all the 4 methods follow the same generic algorithm, presented on 

figure 7. The block which generates the forecasts is explained for each of the ‘new’ methods. 
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Write forecast and error 
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Figure 7: Generic forecasting algorithm 
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All the methods provide point forecasts (single numbers that represent what is thought to be future value 

of the series), however, from a practical perspective, it is interesting not only to have point forecasts, but 

also a measure of the uncertainty associated with the forecast. As Makridakis et al. note [17], exponential 

smoothing methods do not allow easy calculation of prediction intervals. They suggest a method based 

on ARIMA, a significantly more complex approach. Instead, in this project, the recommendation is to 

use the prediction interval technique presented in section 3. This interval will be especially useful on 

section five, where parametric studies are presented as decision support tools. 

4.4.2. Implementation 

To begin with, the equations required for the 3 new forecasting methods chosen are presented below: 

Croston’s Method 

Croston’s method forecasts two components separately: the non-zero demand (with the forecast value 

denoted as 𝑍𝑡 and the observed demand denoted as 𝑌𝑡)  and the inter-arrival time of demand (the 

forecast value denoted as 𝑃𝑡 and the observed value denoted as 𝑄𝑡), using in total 3 equations: 

 𝑍𝑡 = 𝛼𝑌𝑡−1 + (1 − 𝛼)𝑍𝑡−1 (16) 

 𝑃𝑡 = 𝛼𝑄𝑡 + (1 − 𝛼)𝑃𝑡−1 (17) 

The method assumes that the smoothing parameter 𝛼 is the same for both equations, so the forecast 

for the next period (denoted as 𝐹𝑡) is given by: 

 𝐹𝑡 =
𝑍𝑡

𝑃𝑡

 (18) 

Syntetos-Boylan Approximation 

This method adjusts the Croston’s method’s estimates by applying a multiplicative factor of (1 −
𝛼

2
), with 

𝛼 being the smoothing constant used to update estimates of the mean inter-demand interval [37]: 

 𝐹𝑡 = (1 −
𝛼

2
)

𝑍𝑡

𝑃𝑡

 (19) 

Holt’s Linear Method 

Holt extended single exponential smoothing to linear exponential smoothing to allow forecasting of data 

with trends. The forecast uses 2 smoothing constants, 𝛼 and 𝛽, with values between 0 and 1, and 3 

equations: 

 𝐿𝑡 =  𝛼𝑌𝑡 + (1 − 𝛼)(𝐿𝑡−1 + 𝑏𝑡−1) (20) 

 𝑏𝑡 =  𝛽(𝐿𝑡 − 𝐿𝑡−1) + (1 − 𝛽)𝑏𝑡−1 (21) 

 𝐹𝑡+𝑚 = 𝐿𝑡 + 𝑏𝑡𝑚 (22) 

Where 𝐿𝑡 denotes an estimate of the level of the series at time 𝑡, 𝑏𝑡 denotes an estimate of the slope of 

the series at time 𝑡 and 𝑚 the number of periods ahead. 
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4.4.2.1. Forecasting Using Croston’s Method and SBA 

For these methods, the forecasts were initialized with the first observed value (demand on 2012), as 

described below: 

Table 4: Initialization parameters 

𝒀𝟐𝟎𝟏𝟐 > 𝟎 𝒀𝟐𝟎𝟏𝟐 = 𝟎 

𝑍2012 = 𝑌2012 𝑍2012 = 1 

𝑃2012 = 1 𝑃2012 = 2 

𝑄2012 = 1 𝑄2012 = 2 

Eleven values for the smoothing constant 𝛼 are used (0.0 to 1.0) and the corresponding MSE, MAE and 

MAPE are calculated. The value of 𝛼 which has the smallest MSE is used for the forecast. Since this 

procedure is repeated every time the forecast is calculated, the smoothing parameter is adjusted every 

year to the one that best fits the data.  
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Figure 8: Algorithm for the Croston’s/SBA method 
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4.4.2.2. Forecasting Using Holt’s Linear Method 

For Holt’s linear method, the forecasts were initialized as follows: 

 𝐿1 = 𝑌1 (23) 

 𝑏1 = 𝑌2 − 𝑌1 (24) 

The algorithm is similar to the Croston’s/SBA method, except that two, instead of only one, smoothing 

constants have to be defined, 𝛼 and 𝛽. In this case also eleven values are tested for each constant, 

resulting in a total of 121 combinations. The combination with the smallest MSE is chosen and that 

forecast and corresponding MAPE and MAE are written in the spreadsheets. 
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Figure 9: Algorithm for the Holt’s linear method 
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4.5. Inventory Management Model 

4.5.1. Choosing a Method 

As explained before, the operations’ context of the firm included two different physical locations, both 

with warehouses, but only one had repair capacity. Under these circumstances, choosing an inventory 

model oriented for a multi-echelon problem seemed adequate.  

 

 

 

 

 

 

 

 

  

 

 

 

 

 

 

 

 

Taking a closer look, this means location A can either: have only one warehouse, although in this case 

some of its parts are supposed to serve only base A’s consumptions while the remaining serve both 

base A and B’s consumptions; or two warehouses (one depot and one base warehouse). From the firm’s 

point of view, having only one warehouse seemed more practical. 

As presented on section 3, many models have been developed to deal with the multi-echelon problem. 

It was hen necessary to compare the information available with the one required by the different models. 

 

Location A 

Warehouse: Yes 

Repair Capacity: Yes 

Location B 

Warehouse: Yes 

Repair Capacity: No 

DEPOT 

(Location: A) 

Warehouse: Yes 

Repair Capacity: Yes 

BASE A 

(Location: A) 

Warehouse: Yes 

Repair Capacity: No 

BASE B 

(Location: B) 

Warehouse: Yes 

Repair Capacity: No 

Figure 11: Adaptation of business layout to typical multi-echelon problem 

Figure 10: Company’s current business layout 
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For each item, it was known the: 

 Average turn-around time, including actual repair time and other delays; 

 Forecast for next year’s demand; 

 Target service level. 

Looking at this information, both METRIC and VARI-METRIC could be implemented if the average 

transportation times and the cost were also obtained. The MOD-METRIC, however, required knowing 

the assembly/subassembly relationships between all the stock keeping units, which was not available. 

At the company, most of the spare parts shared repair stations, making it difficult to estimate specific 

repair capacities and repair rates for each item. Therefore, the queuing based methods could not be 

used since they required these two variables. However, some specific items might have this information 

available soon, thus making possible to test queuing methods in the future. Moreover, the model 

mentioned on section 3 which took into account the number of workers’ variation throughout the year 

was not implemented due to lack of data. 

For the reasons aforementioned, the methods that were possible to implement were METRIC and VARI-

METRIC. A program for the Poisson model, adjusted for the reality with 2 locations, was also developed 

in order to compare it with the new models. 

4.5.2. Implementation 

This subsection explains how METRIC and VARI-METRIC were implemented. Throughout this 

explanation the subscript 𝑗 will refer to the bases while the subscript 0 will refer to the depot.  

Firstly, it is necessary to present the equations for 2 key variables in these models: the expected fill rate 

and expected number of backorders of an item, when the number of spare parts is 𝑠. In both equations, 

the Pr {} terms represent the steady state probabilities for the number of units of stock due in 

repair/transportation (DI).  

 Expected Fill Rate 𝑬[𝑭𝑹(𝒔)]: Whenever the number of units due in repair is more than 𝑠, it 

means that demand could not be fully satisfied. Thus: 

 𝐸[𝐹𝑅(𝑠)] = Pr {𝐷𝐼 ≤ 𝑠} (25) 

This means that the expected fill rate is equal to the probability of having up to 𝑠 units due in 

repair. 

 Expected Backorders 𝑬[𝑩(𝒔)]:  

 𝐸[𝐵(𝑠)] = ∑ (𝑥 − 𝑠)Pr {𝐷𝐼 = 𝑥}

∞

𝑥=𝑠+1

 (26) 

Both METRIC and VARI-METRIC, use the following variables for each item: 

 𝑚0/𝑗: average annual demand from depot/base j; 
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 𝑇0/𝑗: average repair time (in years) at depot/base j; 

 𝜇0/𝑗: average pipeline (average number of units due in repair at a random moment) at 

depot/base j; 

 𝑟𝑗: probability of repair at base j; 

 𝑂𝑗: average order and ship time from depot to base j. 

Additionally, other equations used by both models are (27), (28) and (29): 

 𝑚0 = ∑ 𝑚𝑗(1 − 𝑟𝑗)

𝑛

𝑗=1

 (27) 

 𝜇𝑗 = [𝑟𝑗𝑇𝑗 + (1 − 𝑟𝑗) (𝑂𝑗 +
𝐸[𝐵(𝑠0|𝑚0𝑇0)]

𝑚0

)] (28) 

 𝜇0 = 𝑚0𝑇0 (29) 

Where:  

 𝐸[𝐵(𝑠0|𝜇0)]: expected number of backorders at depot, for a depot stock level 𝑠0 and an average 

depot pipeline 𝜇0 = 𝑚0𝑇0. 

Equations (27) to (29), combined with the expected fill rate and backorders, are the starting point of both 

models’ implementation and are now presented, after having been adjusted to the company’s reality. 

The transportation time from depot to base A is zero, since they have the same location. While the 

average transportation time from depot to base B was not known, it was estimated to be 3 days for all 

items, based on the frequency and duration of the transportation services. The repair capacity of both 

bases was assumed to be zero: only the depot had the capacity of repairing components. With these 

adjustments, the equations used by METRIC/VARIMETRIC, became: 

 𝑚0 = 𝑚𝐴 + 𝑚𝐵 (30) 

 𝜇0 = 𝑚0𝑇0 (31) 

 𝜇𝐴 = (
𝐸[𝐵(𝑠0|𝜇0)]

𝑚0

) (32) 

 𝜇𝐵 = (𝑂𝐵 +
𝐸[𝐵(𝑠0|𝜇0)]

𝑚0

) (33) 

Using equations (30) to (33), the steps that should be followed to implement METRIC are now 

enumerated. The implementation of VARI-METRIC is very similar, differing only in the probability 

distribution used to calculate the expected backorders at each base (negative binomial, instead of 

Poisson), which will be addressed in the next subsection. 

1) An item’s depot stock level (𝑠0) is initialized as zero; 

2) Using equation (30), the average demand on the depot (𝑚0) is obtained. Then, knowing the 

average depot repair time (𝑇0), the average depot pipeline (𝜇0) can be calculated. Next, the 
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expected backorders at the depot (𝐸[𝐵(𝑠0|𝜇0)]) with 𝑠0 = 0 can be calculated through equation 

(26), using a Poisson probability distribution with the mean equal to the average depot pipeline 

(𝜇0); 

3) The average pipeline (𝜇𝑗) is calculated for each base, using equations (32) and (33); 

4) The expected backorders at each base (𝐸[𝐵(𝑠𝑗|𝜇𝑗)]) are calculated for different base stock 

levels (𝑠𝑗), using Poisson probability distributions with the mean equal to the average base 

pipeline (𝜇𝑗), through equation (26); 

5) The optimal allocation of base stock (the one that maximizes the reduction of backorders) is 

found; 

6) Steps 2 to 5 are repeated, increasing depot stock level by one; 

7) An item’s best stock distribution can now be found for each total level of stock (𝑠0 + 𝑠𝑗); 

8) Steps 1 to 7 are repeated for each item; 

9) Through marginal analysis (dividing backorder reduction by item’s price) the sequence of stock 

allocation is defined. 

This approach based on marginal analysis can be very complex, especially when applied to a large 

number of bases and when dealing with a wide range of different items. 

4.5.2.1. VARI-METRIC’s Negative Binomial Distribution Approximation 

While the METRIC model uses the average pipeline from depot and bases as the mean of a Poisson 

distribution, the VARI-METRIC model proposes to approximate the distribution of the number of units 

due in repair and resupply from each base (𝐷𝐼𝑗) by a negative binomial distribution. The probability mass 

function of the negative binomial distribution is: 

 𝑓(𝑘; 𝑟; 𝑝) = Pr{𝑋 = 𝑘} = (
𝑘 + 𝑟 − 1

𝑘
) 𝑝𝑘(1 − 𝑝)𝑟 (34) 

Where, in a general context, 𝑘 represents the number of successes, 𝑟 the number of failures, 𝑝 the 

probability of success and Pr{𝑋 = 𝑘} the probability of 𝑘 successes in 𝑘 + 𝑟 trials. Inside the parenthesis 

is the binomial coefficient, defined as: 

 (
𝑘 + 𝑟 − 1

𝑘
) =

(𝑘 + 𝑟 − 1)!

𝑘! (𝑟 − 1)!
 (35) 

Although this definition is only applicable to integer values of 𝑟, it can be extended to any positive real 

value of 𝑟, using the gamma function (𝛤): 

 (
𝑘 + 𝑟 − 1

𝑘
) =

𝛤(𝑘 + 𝑟)

𝑘! 𝛤(𝑟)
 (36) 

This distribution can be fully defined by its first two moments, the expected value and variance, which 

are defined as follows, in order to perform the approximation mentioned earlier [32] [31]: 

 𝐸[𝐷𝐼𝑗] = 𝑚𝑗[(1 − 𝑟𝑗)𝑂𝑗] + 𝑓𝑗𝐸[𝐵(𝑠0)] (37) 
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 𝑉𝑎𝑟[𝐷𝐼𝑗] = 𝑚𝑗[(1 − 𝑟𝑗)𝑂𝑗 + 𝑟𝑗𝑅𝑗 + 𝑓𝑗(1 − 𝑓𝑗)𝐸[𝐵(𝑠0)] + 𝑓𝑗
2𝑉𝑎𝑟[𝐵(𝑠0)] (38) 

Where: 

 𝑓𝑗: fraction of all resupply that is going to base j: 

 𝑓𝑗 =
𝑚𝑗(1 − 𝑟𝑗)

∑ 𝑚𝑗(1 − 𝑟𝑗)𝑏
𝑗=1

 (39) 

 𝑉𝑎𝑟[𝐵(𝑠0)] is given by equation (40): 

 𝑉𝑎𝑟[𝐵(𝑠0)] = 𝐸[𝐵2(𝑠0)] − {𝐸[𝐵(𝑠0)]}2 (40) 

 The ‘k-th’ moment of the depot backorder function (𝐸[𝐵𝑘(𝑠0)]) is defined below, where the 

steady-state probability term corresponds to a Poisson distribution with mean 𝜇0 = 𝑚0𝑇0 

 𝐸[𝐵𝑘(𝑠0)] = ∑ (𝑥 − 𝑠0)𝑘 Pr{𝐷𝐼 = 𝑥}

∞

𝑥=𝑠0+1

 (41) 

Following these two moments, the next step was to calculate the negative binomial distribution’s 

parameters, 𝑟 and 𝑝: 

 𝐸[𝐷𝐼𝑗] =
𝑟𝑝

(1 − 𝑝)
 (42) 

 𝑉𝑎𝑟[𝐷𝐼𝑗] =
𝑟𝑝

(1 − 𝑝)2
 (43) 

Having 𝑟 and 𝑝, it is then possible to calculate the probability mass function for any value of 𝑘, which is 

used to calculate the expected backorders and fill rate at each base. Essentially, the expected 

backorders and expected fill rate are calculated for the VARI-METRIC model by: 

Table 5: Expected backorders and fill rate equations using VARI-METRIC 

Variable Location 
Probability 

Distribution 
Equation 

Expected 

Backorders 
Depot Poisson 𝐸[𝐵(𝑠0)] = ∑ (𝑥 − 𝑠0) Pr{𝐷𝐼 = 𝑥}

∞

𝑥=𝑠0+1

 

Expected 

Backorders 
Bases 

Negative 

Binomial 
𝐸[𝐵(𝑠𝐴/𝐵)] = ∑ (𝑥 − 𝑠𝐴/𝐵) Pr{𝐷𝐼 = 𝑥}

∞

𝑥=𝑠𝐴/𝐵+1

 

Expected 

Fill Rate 
Depot Poisson 𝐸[𝐹𝑅(𝑠0)] = Pr {𝐷𝐼 ≤ 𝑠0} 

Expected 

Fill Rate 
Bases 

Negative 

Binomial 
𝐸[𝐹𝑅(𝑠𝐴/𝐵)] = Pr {𝐷𝐼 ≤ 𝑠𝐴/𝐵} 
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Having the presented equations, it is possible to perform all the calculations for METRIC and VARI-

METRIC. In order to do that, two spreadsheets were prepared, one for each model, where data from 

each item (𝑇𝐴𝑇, 𝑚𝐴, 𝑚𝐵 , 𝑂𝐵) was sent. These spreadsheets had already cells with the required equations 

for each model (equations (25), (26) and (30) to (33) for METRIC, equations (25), (26), (30) to (33) and 

(36) to (43) for VARI-METRIC) and the corresponding probability distributions were prepared to be 

calculated. The equations for the expected backorders were approximated by the first two hundred terms 

of their summations.  

These spreadsheets are an extremely important part of all the algorithms presented on the next sections. 

Every time a block named “Calculate SL” appears, it means that the item’s data is sent to the 

spreadsheets and service levels are read from them. 

4.5.2.2. An Alternative to Marginal Analysis 

As mentioned earlier, one of the main concerns of this project was to guarantee that the system’s outputs 

were useful from the company’s point of view. In section 4.5.2 it was explained that the original METRIC 

model uses marginal analysis to determine in which order stock should be allocated. This method 

focuses on maximizing the reduction of backorders for a given level of investment, however, although 

obtaining the service levels after using the marginal analysis was possible, the process of allocating 

stock not only was quite complex but also required knowing the price of each item.  

An alternative approach was developed. Instead of having a limited budget, and choosing the most cost 

efficient way of reducing backorders (marginal analysis) the objective of this algorithm was to achieve a 

target service level for each component, with the minimum amount of spares possible (and 

consequently, with the minimum costs associated). In order to use such an approach, an algorithm that 

calculates all the possible distributions across 3 locations for each quantity of stock was developed.  

Equation (44) calculates how many combinations exist in the classical problem of distributing K balls 

through N recipients, similar to the problem of distributing spares (𝑠) across different physical locations 

(N). 

 𝐶 =
(𝑠 + 𝑁 − 1)!

(𝑁 − 1)! 𝑠!
 (44) 

The algorithm developed created C vectors, each one representing a possible distribution of 

components in the multi-echelon system. With a combination of stock, the turn-around time, 

transportation time and demand forecast, the METRIC’s and VARI-METRIC’s service level could be 

calculated. For each quantity 𝑠, the algorithm found the distribution which achieves the highest service 

level. This algorithm includes all the processes inside the red rectangles on the upcoming flowcharts 

and was also used for the programs associated with the Poisson model. 

Considering it was expected that some stock level recommendations could not be followed due to 

budget constraints, two types of programs were developed for METRIC and VARI-METRIC. Both types 

of programs use the distribution algorithm mentioned: 
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 Programs that use current stock: recommend the best stock distribution (with the highest 

service level) using the current stock quantity possessed.  

 Programs that recommend stock: start with a total stock equal to zero, and gradually increase 

it until the target service level is achieved.  

Two adjustments had to be made to the models’ results: 

1) When the recommended stock is one unit, it is automatically allocated at the depot and the 

service level corresponds to the depot service level. In all other situations, the service level 

results from averaging the service level from each base, proportionally to each base’s number 

of demands; 

2) The Poisson and METRIC/VARI-METRIC models indicate that even if there are no spares and 

demand occurs, the service level is greater than 0%. In these situations, the service level 

provided by the models is ignored and it is considered to be 0%. 

4.5.2.1. Programs that Use Current Stock 

The first type of program developed read the current stock quantity owned by the company and 

calculated, for that quantity, all the possible combinations of distribution of stock. For each combination 

the service level was calculated (using either the Poisson, METRIC or VARI-METRIC model, depending 

on the program used) and, in the end, the combination that achieved the highest service level is chosen. 

The algorithm is presented in figure 12. 

4.5.2.2. Programs that Recommend Stock 

These programs read the target service level, demand forecast, turn-around time and transportation 

time between base B and depot for each item. If the projected demand is zero, then the required stock 

is also zero. On the other hand, if demand is greater than zero, the program starts to calculate the 

required amount of spare parts and how they must be distributed through the 3 different warehouses 

(depot, A and B). It starts with one spare, tries the 3 different locations possible and calculates the 

corresponding service level (with either the Poisson, METRIC or VARI-METRIC model, depending on 

the program). If the best service level achieved with just one spare is not enough to reach the target 

service level, then the number of spares is increased to two. The process is repeated, now the number 

of combinations being greater. The number of spare keeps increasing until the target service level is 

reached. The final result is the total quantity and respective distribution of stock that is necessary to 

achieve the target service level. The algorithm is presented in figure 13.  
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NO 

YES 

Read component’s: 

 𝑇𝐴𝑇 

 𝑚𝐴, 𝑚𝐵 

 𝑂𝐵  

 Current stock,  𝑠 

𝑠𝑡𝑜𝑡𝑎𝑙 = 𝑠 

Distribute spares 

Calculate SL 

All combinations used? 

Choose distribution with best SL 

 𝑆𝐿 

 𝑠0 

 𝑠𝐴 

 𝑠𝐵  

Figure 12: Current stock flow chart 
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𝑠𝑡𝑜𝑡𝑎𝑙 = 𝑠𝑡𝑜𝑡𝑎𝑙 + 1 

Distribute spares 

Choose distribution with best SL 

𝑆𝐿 ≥ 𝑇𝑎𝑟𝑔𝑒𝑡 − 𝑆𝐿? 

Read 
component’s: 

 𝑇𝐴𝑇 

 𝑚𝐴, 𝑚𝐵 

 𝑂𝐵  

 Target SL 

 𝑠𝑡𝑜𝑡𝑎𝑙 = 1 

𝑚𝐴 + 𝑚𝐵 > 0 ?
𝑆𝐿 = 100 % 

𝑠𝑡𝑜𝑡𝑎𝑙 = 0 

 

 𝑆𝐿 

 𝑠0 

 𝑠𝐴 

 𝑠𝐵  

Figure 13: Recommended stock flow chart. 
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4.6. Simulation 

The inventory models used assume that the number of items due in repair follow a distribution (Poisson 

or negative binomial). To evaluate the effect of randomness in demand occurrence, an algorithm was 

developed that distributes demand randomly and simulates the inventory movements throughout a year. 

The demand occurrence’s randomness can seriously influence the system’s performance, which means 

that unfavorable conditions (such as extremely close demand arrivals) can compromise expected 

service levels. 

Two types of simulation-based macros/programs where developed, with different purposes: 

1) Performance evaluation through simulation: confirms if the service level suggested by the 

theoretical models is achieved for the recommended and the current stock. This could be 

considered as a way of evaluating the inventory management models’ performance. 

2) Stock recommendation through simulation: suggests a stock level which satisfies the target 

service level, which is an alternative approach to the analytical inventory models used, although 

it is based on the same assumptions.  

As mentioned in section 2, when an item is required and there is no stock available, cannibalization is 

one way of suppressing that need, another way would be to buy a new component. However, it requires 

man working hours which could be significant, depending on the component’s accessibility. Although 

extremely relevant from the firm’s point of view, the number of cannibalizations associated to each 

component’s stock level cannot be estimated directly from analytical models. The simulation models 

developed assume that demand that cannot be satisfied by stock must be satisfied by cannibalization, 

thus being capable of calculating the number of cannibalizations that will occur. 

4.6.1. Simulation Algorithm 

The main component of both programs is the simulation algorithm, which replicates how the system will 

behave during a year, calculating the achieved service level. It consists of a cycle starting at day 1 and 

ending at day 365. First the data required is read (demand forecast for both locations, TAT, transportation 

times and stock distribution) and demand is randomly distributed throughout a year. Then the cycle 

starts, and on each day a set of procedures are executed that: 

 Check for demand occurrence on both locations; 

 Monitor if demand is satisfied, when demand occurs; 

 Update the stock’s distribution (number of items available, that are in repair and backorders at 

each base and depot) through a group of auxiliary variables, when demand occurs; 

 Set the order in which repaired items should be delivered (first-come first-served policy, with 

backorders from bases having priority against depot backorders); 

 Update the remaining repair time of each component that is being repaired; 

 Check for items whose repair is finished; 



 

    57 
 

 Distribute components when repair is finished according to the established order, updating the 

stock distribution; 

 Monitor the arrival of repaired components to location B (components are instantly delivered to 

location A). 

Although not available on the final ‘product’, it is possible to monitor all these movements for every 

simulation, checking if the behavior of the system really reflects the theoretical models. The reason why 

this monitoring is not available in the final version is due to the number of simulations executed. 

Considering that with this simulation it is possible to appreciate the effect of demand’s randomness, it 

was decided that for each item 20 simulations would be made, thus allowing to present the average, 

minimum and maximum values of the service level achieved, and doing the same for the number of 

cannibalizations. These variables will be referred from now on as SASL, SLSL and SHSL (simulations’ 

average, lowest and highest service level). The number of simulations executed was decided by 

balancing the advantage of having a large number of simulations with the disadvantage of increasing 

the computational time required. Performing 20 simulations to nearly 600 ATA groups resulted in 12000 

simulations, a number that should not be increased in order to maintain an acceptable computational 

time and that does not allow for the individual monitoring. 

4.6.2. Performance Evaluation Through Simulation 

These programs read the stock distribution suggested by the theoretical models for either the current of 

recommended stock, and simulate the behavior of the system throughout a year, repeating the 

simulation 20 times. Then the SASL, SLSL, SHSL and minimum, average and maximum number of 

cannibalizations are written in the spreadsheet.   

4.6.3. Stock Recommendation Through Simulation 

Given it was verified that, in some cases, the SASL was significantly different from the expected service 

level provided by the theoretical models, it was then developed another program that combined the 

simulation algorithm with METRIC. 

This program compared the METRIC’s/VARI-METRIC’s SASL to the target service level. So, if the target 

service level was achieved, then the new stock recommendation is exactly the same as METRIC/VARI-

METRIC’s. On the other hand, if the SASL is in fact lower than the target service level then the program 

would be executed.  

This program increases the quantity suggested by METRIC/VARI-METRIC and uses METRIC to 

determine which distribution of units is expected to achieve the best performance. This distribution is 

then used on the simulation tool, and a new SASL is then calculated. This process is repeated until the 

SASL is, at least, equal to the target service level. The program logical structure is explained in figure 

14, where the block “Find best stock distribution, using METRIC” includes the group of blocks inside the 

red rectangle in the previous figures. 
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Figure 14: Stock recommendation through simulation flowchart 
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5. System’s Evaluation 

5.1. Results 

Upon the development of the system, the next step was to assess its performance. To do that, each 

component (namely item classification, demand forecasting, inventory sizing/distribution and 

performance evaluation by simulation) had to be evaluated separately.  

Throughout this chapter, the word “item” will be used referring to one of the ATA 100 groups or rotables 

(in the event that they do not have an ATA 100 code associated). In total 636 items were considered, 

corresponding to the aggregation of 912 part numbers into ATA groups. 

To better understand the variables discussed in this section and how they were collected, it is strongly 

recommended the reading of appendix A, where the output of the system is illustrated.   

5.1.1. Item’s Classification 

The first information provided by the system was the items’ demand classification. Each item has two 

distinct demand records: one from location A and another from location B. This results in a total of 1,272 

demand records, corresponding to 636 items. The results obtained for this analysis, having used the 

demand records from 2012 until 2015 are presented in table 6: 

Table 6: Demand pattern analysis, based on the demand records until 2015 

Demand 

Pattern 

Location A Location B Total 

Quantity Percentage Quantity Percentage Quantity Percentage 

Smooth 80 12.6% 106 16.7% 186 14.6% 

Erratic 28 4.4% 20 3.1% 48 3.8% 

Intermittent 239 37.6% 219 34.4% 458 36.0% 

Lumpy 28 4.4% 21 3.3% 49 3.9% 

No Demand 261 41.0% 270 42.5% 531 41.7% 

Total 636 ~100% 636 ~100% 1272 ~100% 

It is possible to observe that a large portion of the records (41.7%) falls into the “no demand” category, 

which means many items had no consumptions in one of the locations in the last four years. However, 

it is more important to ascertain how many items had no consumptions on both locations for the past 4 

years, considering that these situations may indicate items whose consumption no longer occurs and 
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where holding stock is not justified. Table 7 provides information regarding the combinations of demand 

patterns from both locations: 

Table 7: Combinations of demand patterns, based on the demand records until 2015 

Demand Pattern 

(location A) 

Demand Pattern 

(location B) 
Quantity Percentage 

Smooth Smooth 48 7.5% 

Erratic Erratic 1 0.2% 

Intermittent Intermittent 120 18.9% 

Lumpy Lumpy 2 0.3% 

No Demand No Demand 207 32.5% 

Other combinations 258 40.6% 

This table shows that nearly a third (32.5%) of all the items analyzed has not been requested in the past 

four years. On the other hand, only the smooth (7.5%) and intermittent (18.9%) demand patterns have 

considerable percentages where both locations share the same pattern. At last, a significant percentage 

of the items do not have the same demand pattern on both locations (40.6%).  

5.1.2. Demand Forecasting 

For this category, 2 types of analyses were performed. The first analysis compared how well the different 

forecasting methods used were able to reproduce the records that were already known. The second 

measured the actual forecasting error: the methods were used to forecast demand for 2015 and these 

forecasts were compared with the demand record from 2015. A similar analysis is recommended to be 

performed when the current year (2016) finishes. 

5.1.2.1. MSE, MAE and MAPE 

For the first analysis, the statistical measures used were the MSE, MAE and MAPE, which compare the 

demand observations with the forecasts, calculating a specific type of error (squared, absolute or 

absolute percentage), for the years that have already passed. The MSE was used to select the 

smoothing constants on Croston’s, Syntetos-Boylan approximation and Holt’s linear method, while the 

MAE and MAPE were used to compare the performance of the forecasting methods. Table 8 compares 

the performance of the 3 forecasting methods used across all demand patterns, presenting the average 

MAE and MAPE for each demand pattern and also when all patterns, except the “no demand”, are 

included (the overall results). The “no demand” pattern was excluded from this analysis because its 
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MAE and MAPE are always zero, which would have misled the overall results by suggesting better 

results that those actually achieved. 

Table 8: Average MAE and MAPE for the different methods 

Demand 

Pattern 

Croston’s/SBA Simple Average Holt’s linear method 

MAE MAPE MAE MAPE MAE MAPE 

Smooth 2.65 55.7% 3.10 68.0% 2.32 48.2% 

Erratic 2.33 74.5% 4.31 208.6% 2.20 112.4% 

 Intermittent 1.05 67.6% 1.25 70.0% 0.71 31.4% 

Lumpy 1.57 88.4% 2.92 142.3% 1.06 47.6% 

Overall 1.57 66.5% 2.03 83.0% 1.24 42.0% 

The results indicate that the Holt’s linear method has the lowest average MAE and MAPE, with a 

significant difference from the other two methods. This method performs better for the smooth, 

intermittent and lumpy demand patterns, for which the average MAPE is 48.2%, 31.4% and 47.6%, 

respectively. On the other hand, the Croston’s/SBA method performs better for the erratic pattern, with 

the average MAPE equal to 74.5%. For both the Holt’s linear and simple average methods, the erratic 

pattern is the one associated with the highest MAPE, 208.6% and 112.4%, respectively. These are all 

substantial percentage errors, that can be justified by the fact that most components have irregular 

demand patterns, and by the fact that many items have few consumptions and, consequently, small 

absolute errors translate into large percentage errors. Furthermore, it is important to note that 

percentage errors and absolute errors might not always be proportional, considering that when the 

forecast is greater than zero and the observed demand is zero, the percentage error is automatically 

100%. 

Based on these results, the best methods for each category would be (table 9): 

 

 

 

 

 



 

    62 
 

Table 9: Recommended methods by demand category, based on the MAPE 

Demand Pattern Recommended Method 

Smooth HLM 

Erratic Croston’s/SBA 

Intermittent HLM 

Lumpy HLM 

Overall HLM 

As mentioned on section 4, a program that forecasts demand based on each item’s MTBF was also 

developed. However, only 264 of the 636 items (42%) had a MTBF and the quantity forecasted was 

based on the total demand (without separating demand from the two physical locations). In table 10, 

where the 264 items are considered, the MAE and MAPE for the MTBF are associated with the total 

demand, and for the other methods the MAE and MAPE are associated with local demand.  

Table 10: Average MAE and MAPE for items with MTBF 

Method MAE MAPE 

MTBF 3.68 57.0% 

Croston’s/SBA 1.46 57.0% 

SA 1.88 74.5% 

HLM 1.22 41.5% 

Looking only at the MAPE and comparing to the other methods, the MTBF method seems to have an 

average performance (equal to the Croston’s/SBA method), however, the MAE of the MTBF method is 

much superior than the MAE of the other 3 methods. The reason for this is fact that the MTBF method’s 

MAPE and MAE are related to the sum of the forecasts from both locations, while the MAPE and MAE 

of the other methods are related to the forecasts of each location.  

5.1.2.2. AE and APE for 2015 

Having concluded the previous analysis, it was necessary to measure the actual performance of the 

forecasting methods. To perform this, the demand record for 2015 was ignored and a forecast for 2015 

was calculated, solely using demand from 2012 until 2014. Then, the forecast was compared with the 

real demand from 2015, and the AE and APE were calculated for each item. Similarly to the first analysis, 
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the “no demand” patterns were excluded for the same reasoning. On the other hand, the AE and APE 

analysis was not performed for the Holt’s linear method: due to its initialization process, this method’s 

first 2 forecasts (for 2013 and 2014) are the same for all the combinations of the smoothing constants. 

Because of that, it is impossible for the program to select the ‘best’ combination of smoothing parameters 

and use it for 2015. However, given its MAE and MAPE results, it would be very interesting to perform 

this analysis for the Holt’s linear method in 2016. In table 11 the averages of the absolute error (AE) and 

absolute percentage error (APE) are presented. 

Table 11: Average AE and APE in 2015 

Demand 

Pattern 

Croston’s/SBA Simple Average 

AE APE AE APE 

Smooth 2.72 78.3% 2.7 80.5% 

Erratic 2.62 58.2% 3.1 132.1% 

Intermittent 1.09 74.0% 0.9 57.0% 

Lumpy 1.75 75.0% 2.0 67.0% 

Overall 1.71 74.0% 1.7 70.5% 

Both methods compared have a similar overall performance, with a small advantage for the simple 

average method, especially for the APE. Their performance is similar for the smooth category but it 

differs for the other categories, especially for the erratic, where the Croston’s/SBA method is much 

superior. Based on these results, the best methods for each category would be (table 12): 

Table 12: Recommended methods by demand category, based on the 2015’s APE 

Demand Pattern Recommended Method 

Smooth Croston’s/SBA 

Erratic Croston’s/SBA 

Intermittent SA 

Lumpy SA 

Overall SA 
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Lastly, regarding the forecast for the 264 items which have a MTBF, table 13 shows the average AE and 

APE as well as the percentage of accurate, inferior and superior to real demand forecasts. These last 3 

percentages are presented to help comparing the performance of the different methods, especially since 

the AE and APE are based on different demand records, similarly to the MAE and MAPE.  

Table 13: Forecasts’ performance in 2015, for the items with MTBF 

Method 

Forecasts 

inferior to the 

real demand 

Accurate 

forecasts 

Forecasts 

superior to the 

real demand 

AE APE 

MTBF 61.0% 20.8% 18.2% 3.67 58% 

Croston’s/SB

A 
29.0% 29.0% 42.0% 1.59 65% 

SA 28.0% 33.3% 38.6% 1.58 65% 

Table 13 shows us that although it has the lowest APE, the MTBF method is actually the one that 

provided the lowest percentage of accurate forecasts (only 20.8%). Additionally, it demonstrates that the 

MTBF method has a strong tendency to provide forecasts inferior to the real demand (61% of the 

forecasts), contrarily to the simple average and Croston’s/SBA methods, which have tendency to 

forecast values higher than real (close to 40% for both methods). The consequences in both cases 

should be taken into account: forecasts higher than real demand will result in excess of stock, while 

forecasts lower than real demand will result in poor service levels. 

5.1.3. Inventory Management Models 

On this subsection, the performance of the different inventory management models tested (Poisson, 

METRIC and VARI-METRIC) is evaluated. Considering that the goal was to analyze separately each 

component of the inventory management system, the forecasts from the previous subsection were not 

used. Instead, the actual demand from 2015 was used as an input for the inventory management 

models. Throughout this subsection, all the average service levels presented in tables correspond to 

averages from the 636 items considered, excluding the items from the “no demand” category.  

5.1.3.1. Current Stock 

First it was important to understand how the system should perform for the current stock owned by the 

company. A total of 1,632 spare parts are owned by it and they are divided across 912 part numbers. 

Regarding the 3 inventory management models, the best performance possible to achieve is presented 

in table 14, where the average service level excludes the items from the “no demand” category (which 

automatically have a service level of 100%). 
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Table 14: Highest service level possible to achieve with current stock 

Model Average Theoretical Service Level 

Poisson 78.6% 

METRIC 79.9% 

VARI-METRIC 79.6% 

The table tells us that METRIC is the most optimistic model, suggesting the highest average service 

level possible to achieve, while the Poisson model predicts the lowest average service level.  

Although the difference in the results seems negligible, the theoretical service level of some items using 

Poisson can be very different from the one provided by either METRIC/VARI-METRIC. This happens 

typically for items where demand occurs in both locations but there is only one stock unit available. 

Using two Poisson models for each location and only having one unit to allocate will obviously result in 

a service level of 0% for one of the locations. However, this could be avoided if demand was added into 

one single value and used as input for one single Poisson model, nonetheless, the best distribution of 

stock could never be calculated this way. Moreover, without knowing the spare parts’ location, the 

simulation tool could not be used. In sum, these reasons justify why only the Poisson model with 

separated demand for each location was tested. 

5.1.3.2. Recommended Stock 

For this part of the analysis, 2 variables were analyzed: the service level and the amount of stock. Given 

the fact that the company’s ultimate the goal is to satisfy the target service level at the minimum cost, it 

is interesting to compare the service level calculated by the models and the corresponding amount of 

stock. 

In table 15, the total recommended stock represents the sum of spare parts that each item should have 

(including the items from the “no demand” category), while the average service level represents the 

average of the predicted service levels for all items, excluding the items from the “no demand” category 

(which automatically have a service level of 100% and would consequently rise the average theoretical 

service level). 

Table 15: Total stock recommended 

Model Total Recommended Stock Average Theoretical Service Level 

Poisson 987 98.0% 

METRIC 838 98.0% 

VARI-METRIC 913 97.4% 



 

    66 
 

The Poisson model is the one which requires the largest quantity of spare parts. Comparing to the 

METRIC model, it suggests a quantity of stock nearly 18% greater, which would represent a significant 

investment, while predicting the same service level. The recommended stock by the VARI-METRIC 

model is between the other 2 methods, which was expected since, as noted on the literature review, the 

METRIC model underestimates the number of backorders, thus overestimating the service level 

achieved for a given number of spare parts. 

Comparing the results from table 15 with the total stock owned by the company (1,632 spares), an 

important conclusion that can be drawn is that the current number of spares owned is higher than the 

one recommended. However, this does not mean that the company has more stock than it should, rather 

that it has excess of stock for certain items and lack of stock for others. In fact, from the 207 items with 

no demand for the past years, only 104 had no current stock associated, with the remaining 103 having 

176 spares associated.  

5.1.4. Simulation 

The previous subsection allowed us to understand the differences between the quantities of spare parts 

recommended by the different models. So, the next step was both to use the simulation models 

developed to investigate if the service levels predicted by the theoretical models were correct and to 

recommend a new quantity of stock, the stock recommended by simulation. Similarly to section 5.1.3, 

the average service levels presented in tables represent all the items considered, with exception of the 

“no demand” items, and the actual demand from 2015 is used as an input.  

5.1.4.1. Current Stock 

The first task performed with the simulation tool was the evaluation of the theoretical service levels when 

using the current stock owned by the company, presented in table 16. 

Table 16: Testing current stock with simulations 

Model 
Average Theoretical 

Service Level 
Average SASL 

Poisson 78.6% 74.9% 

METRIC 79.9% 74.8% 

VARI-METRIC 79.6% 74.8% 

The average SASL is approximately equal in all 3 situations (near 75%), and it is lower than the 

theoretical value from all 3 models (close to 80%). Therefore, it should be expected that the actual 

average service level to be slightly lower than the one predicted by these models. Analyzing items 

individually, the discrepancies between the theoretical service level and SASL are greater when the 

number of consumptions is higher. These discrepancies for items with high demand justify why the 

overall service level calculated for 2015 was nearly 71% (for all models), a lower value than the average 

SASL. For the current year, the company has indications that the service level is around 55%, which 
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suggests that either demand has risen in 2016 or the TAT’s used are incorrect. Regarding the TAT’s, the 

estimations made for items with no TAT available might have great influence, and as such should be 

reviewed. 

5.1.4.2. Recommended Stock 

The second task was to evaluate the theoretical service levels when using the previously recommended 

quantities, presented in table 17. 

Table 17: Testing recommended stock with simulations 

Method 
Total Recommended 

Stock 
Average Theoretical 

Service Level 
Average SASL 

Poisson 987 98.0% 95.5% 

METRIC 838 98.0% 89.9% 

VARI-METRIC 913 97.4% 92.0% 

From table 17, we can infer that all models perform worse than expected theoretically. Both METRIC 

and VARI-METRIC fail to reach an average SASL equal to the target service level (95%). On the other 

hand, the stock recommended by the Poisson model is capable of reaching the target service level. This 

occurrence stimulated the development of the program which calculates a quantity of stock based on 

simulation, presented in table 18. 

Table 18: New stock quantity recommended 

Model Total Recommended Stock Average SASL 

Simulation 1185 98.1% 

The quantity recommend through the simulation is even larger than the one recommended by the 

Poisson model, but the average SASL is also higher. However, all these results can be deceitful: 

although most of the items reach a SASL very close to 100% with all models, a few items do not. For 

instances, METRIC’s lowest SASL is near 50%, which is the result of 20 service levels varying between 

30% and 60%. This means that this item’s stock was expected to fulfil only half of its demand. 

Considering the fact that these low values of the SASL are associated with high demand items, this 

means that even with an average SASL near 95%, the total number of cannibalizations (across all items) 

could be substantial. Table 19 explains this situation: 
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Table 19: Number of cannibalizations 

Using the average service level after 20 simulations for each item (SASL), it is possible to calculate each 

item’s expected number of cannibalizations. Adding them for all items gives us the results in the fifth 

column of table 19. Conversely, if we consider the lowest and the highest service level achieved in the 

20 simulations of each item (the SLSL and SHSL, respectively), it becomes possible to calculate the 

interval of the total number of cannibalizations (sixth column). The stock recommended by METRIC (838 

units), achieving, on average, an SASL of 89.9%, is expected to require 450 cannibalizations, which 

may rise to 897, on especially unfavorable demand occurrences for all items. On the other hand, with 

the stock recommended by the simulation, only 67 cannibalizations are expected, although this number 

may vary between 0 and 445 depending on the dates of demand occurrence. This demonstrates how 

an increase in the service level can have important consequences on the number of cannibalizations 

that the company has to make. 

5.2. Conclusions 

Briefly, the main conclusions drawn from the results subsection, regarding the classification of items 

were:  

 The type of classification implemented allowed to understand that the intermittent demand 

pattern dominates, followed by the smooth category, corresponding to 62% and 25% of the 

items, respectively (without counting the items with no demand).  Furthermore, it allowed the 

identification of a group of items (32.5% of the 636) which do not have registered demand in 

the past 4 years; 

 Although the expectations regarding the different patterns’ forecasting performance was not 

verified, it is believed that the colour code implemented is still helpful for a quick identification 

of the demand pattern, and a reminder of its characteristics.  

Regarding the forecasting techniques: 

 Both the MAPE and APE were significant for all methods. This is justified by the fact that most 

items have irregular demand patterns, and by the fact that many items have few consumptions 

Method 

Average: 
Total Number of 

Cannibalizations 

(expected) 

Total Number of 

Cannibalizations 

(interval) 
SLSL SASL SHSL 

Poisson 80.9% 95.5% 99.9% 100 1 to 437 

METRIC 70.1% 89.9% 99.2% 450 79 to 897 

VARI-METRIC 72.5% 92.0% 99.6% 350 58 to 792 

Simulation 85.8% 98.1% 100% 67 0 to 445 
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and, consequently, small absolute errors (close to one unit) translate into large percentage 

errors; 

 In the MAE and MAPE analysis, the Holt’s linear method showed promising results, by a 

significant margin, with the overall average MAPE being approximately half of the simple 

average’s MAPE. On the other hand, in the AE and APE analysis for 2015, which did not include 

the Holt’s linear method, the simple average and Croston’s/SBA methods achieved similar 

overall results. When comparing these results to the ones from the MPE and MAPE analysis, 

the Croston’s/SBA method performed worse than it was expected, contrarily to the simple 

average method;   

 In general, forecasting using the MTBF presents 3 main disadvantages: first, when compared 

to the simple average and Croston’s/SBA methods, the percentage of accurate forecasts is the 

lowest; second, a large percentage of the forecasts are inferior to the actual demand, which 

would result in recommended stock quantities inferior to the quantities required; and finally, by 

forecasting a total quantity, it does not allow to use the inventory management models 

implemented. However, this method has one important advantage over the others: if the 

number of flight hours is expected to change and its value is known, the MTBF forecasts will 

automatically be adjusted to the increase/decrease in the aircrafts’ utilization. 

Regarding the inventory management models and the simulations: 

 Even for high target service levels, as the one used by the company (95%), it is possible that 

a considerable number of cannibalizations has to be performed, depending on the inventory 

management model used. The simulation method seems to be the only method that guarantees 

that the target service level is achieved for all items, on a random demand occurrence context. 

The other methods reach an average service level close (or even equal in the case of the 

Poisson model) to the target service level but do not guarantee that it happens for all items, 

which may imply performing cannibalizations. However, to confirm these conclusions, the 

simulation model should be compared with real service levels observed (which are not available 

at the moment). 
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5.3. Decision Support Tools 

In this section, some examples are given to illustrate how the system developed can be used as a 

decision support tool.  

5.3.1. Analysis of a Single Item 

As an example, we present item ‘Y’, which corresponds to the aggregation of 3 different part numbers. 

The average TAT of the item is 99 days, however, the average TAT from the part numbers varies between 

60 and 120 days. All forecasts from the 3 different methods are used in order to generate a forecast 

interval. alternatively, one single method could be considered along with its prediction intervals, based 

on the root of MSE or on the MAE. All the information about this item is compiled in table 20: 

Table 20: Item Y’s data 

Target Service 

Level 

Demand Pattern 

(both locations) 

SA’s forecast 

(total) 

Croston’s/SBA 

forecast (total) 

95% Smooth 19 15 

HLM’s forecast 

(total) 

Lowest TAT 

(units) 

Average TAT 

(units) 

Highest 

TAT(units) 

26 60 99 120 

After manually inserting the chosen forecasts and TAT in the correct cells, the inventory management 

programs can be executed and with the results provided, it is then possible to perform parametric studies 

such as: 

1) Analyzing the impact of the different forecasts on the required stock, according to the different 

methods (assuming that the TAT is equal to the average TAT); 

2) Analyzing the impact of the different forecasts on the achievable service level with the current 

stock owned, according to the different methods (assuming that the TAT is equal to the average 

TAT); 

3) Analyzing the impact of the different TAT’s on the required stock according to the different 

methods (using a specific forecast, simple average in this case, with a total of 19 units); 

4) Analyzing the impact of the different TAT’s on the achievable service level with the current stock 

owned, according to the different methods (using a specific forecast, simple average in this 

case, with a total of 19 units). 

The corresponding graphs are presented in figures 15 to 18: 
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Figure 15: Impact of different forecasts on recommended stock 

 

Figure 16: Impact of different forecasts on current stock’s performance 
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Figure 17: Impact of different TAT’s on recommended stock 

 

Figure 18: Impact of different TAT’s on current stock’s performance 

The previous figures show us how the uncertainty in two key variables (demand forecast and TAT) can 

have a major influence in the stock quantities recommended and in the service levels possible to achieve 

with the current stock possessed. For the item considered, the Poisson model suggests the largest 

quantities of stock, followed by the simulation, VARI-METRIC and METRIC models, while, regarding the 

service level achieved with the current stock, the simulation model clearly represents the most 

pessimistic scenario.  
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5.3.2. Analysis of the Entire Inventory  

From the company’s point of view, the price of the inventory is an extremely decisive factor. However, 

considering this information is currently not available/updated, another way of measuring the investment 

required is through accounting the total number of spares required for a given target service level. Figure 

19 illustrates this relationship for all the models studied, using the simple average’s forecast: 

 

Figure 19: Total required stock per target service level 

Observing figure 19, the main conclusions that can be drawn are: 

 For the same target service level, the METRIC model suggests the smallest quantity of spares, 

followed by VARI-METRIC and the Poisson model. The simulation model is the one which 

recommends more spares for every target service level. However, it should be recalled that only 

the simulation model guarantees that all items reach the target service level, and only the 

simulation and Poisson models reach an average SASL equal to the target service level; 

 As the target service level gets closer to 100%, increasingly more spares are required for each 

improvement. Ultimately, to reach an overall service level of 100%, it would be necessary as 

many spares as expected demands. 

Furthermore, if the price of each item was known, it could be combined with the balance of stock (stock 

recommended minus stock currently owned) from each corresponding item, and a similar graph as the 

one in figure 19 could be plotted, showing the investment associated with each target service level, for 

each inventory management model. 
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5.4. Recommendations 

This section presents some recommendations for the company, regarding the utilization of the rotables’ 

inventory management system developed: 

Demand forecast plays a major role in this type of systems. However, the demand record available is 

limited (only 4 years) which should be taken into account when using the forecasting techniques. It is 

recommended that all the forecasting methods presented be used regardless of their current 

performances, since these may change over time, and that the analyses performed be repeated in the 

future. Furthermore, forecasts should not be trusted blindly, as such: the forecasts provided by the 

different methods and their corresponding error measurements should be used to build prediction 

intervals. Then, it is recommended the elaboration of parametric studies such as the ones illustrated on 

figures (15 to 18) to be used as decision support tools. 

Secondly, using inventory management models based on yearly demand forecasts tends to restrict 

decision making regarding inventory allocation/sizing also on an annual frequency. To avoid this 

limitation, there should be a comparison between the actual demand and the forecasted demand 

throughout the year, as well as a gathering and analysis of external information that may affect demand. 

With these procedures, deviations from the forecasts can be noted, and adjustments on the stock levels 

can be made immediately in order to achieve the target service levels. 

Another issue to considerer is cannibalization, which is a major concern in the maintenance business, 

considering it is an indicator of inadequate stock levels. However, eliminating all cannibalizations seems 

utopic unless a large investment is made, but even then, the variability of demand’s occurrence and 

quantity can compromise the performance expectations. What needs to be determined beforehand is 

how high each item’s target service level must be (based on a target overall service level, or a maximum 

number of cannibalizations allowed) and, if there are items that should be considered exceptions, define 

different individual target service levels. These items could be identified, for example, through a Pareto 

analysis using demand volume, or an AHP analysis for criticality. Therefore, it seems that improving the 

item classification’s system needs to be a future line of work. 

Furthermore, regarding target service levels, it was verified that the items with more demand were the 

ones where the randomness of demand occurrence had more impact on the achieved service level 

through the simulation. In order to solve this situation, one obvious solution is to increase the target 

service levels of these items, as mentioned on the previous paragraph, but other solutions, such as 

spare parts pooling, could also be considered. 

Moreover, the turn-around time is a crucial variable in a repairable items’ inventory management system. 

Although it is not deeply analyzed in this document, using inaccurate values will compromise the whole 

system’s performance, because results can vary drastically with different TAT’s. Therefore, a detailed 

attention should be given to this variable across all items, and an effort should be made to measure the 

TAT of the items which do not have this information yet. Moreover, evaluating the variation of the TAT 
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during the year, considering the effect of vacation periods, and incorporating that variation into the 

simulation program and/or inventory management models could also be a future line of work. 

Additionally, knowing the current selling/buying price of each item is required in order to calculate the 

income expected from selling the unnecessary spare parts or the investment required for acquiring new 

spare parts, which is ultimately crucial for the decision support tool. By combining the prices with the 

stock balances between current and recommended quantities for each model (which are already 

available), it would be easy to generate plots similar to figure 19 using net investment instead of using 

total quantity of stock. 

Another issue to consider is the number of years with no demand that correspond to an obsolete item 

(an item whose stock should be sold). It should be defined, because then unnecessary stock could be 

sold in order to invest in required stock. 

In addition to the recommendations provided, the system developed should now be tested by the 

company: the achieved service level of each item should be monitored and registered, to evaluate the 

system’s predictions. Also, components whose difference between recommended and current stock is 

considerable and whose demand records are less variable, should be addressed first, as decisions 

regarding buying/selling their spares’ stock are more likely to be correct and to have great impact in the 

overall system’s performance.  

Finally, the system developed represents the first step towards an efficient rotables’ stock management 

system. Therefore, continuing the development of each component of the system (item classification, 

demand forecasting, inventory model and simulation) is strongly advised as well as to keep investigating 

more advanced models, pointing out the data required to implement them. 
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6. Conclusion 

6.1. Contributions 

The main objective of this project was to develop a system that combined the theoretical 

recommendations from literature with the company’s requirements, which, essentially, were to design a 

system that indicated for each rotable, how many spare parts should be owned by the company in order 

to achieve a target service level. 

Two important conclusions were drawn from the literature review. The first was that a complete inventory 

management system should have 4 components: item classification, demand forecasting, inventory 

management and performance evaluation. The system developed contains all the mentioned 

components, although the performance evaluation can only be finished in the future, once the overall 

service level of the company can be monitored and compared with the predictions provided by the 

system. For now, only the accuracy of the forecasting techniques’ and of the theoretical inventory models 

can be evaluated.  

The second conclusion from the literature review was that it was necessary to develop decision support 

systems and to strengthen the tie-in of repairable inventory models to service levels. These were 

precisely some of the areas that seemed more important from the company’s point of view. The 

implementation of the inventory management models used was slightly changed to orientate results 

through the items’ service levels and it was shown how the system can be used as a decision support 

tool. Ultimately, the service level that the company wants to reach represents a trade-off between the 

cost of the inventory itself and the cost associated with stock-outs. To make decisions regarding 

buying/selling stock, the uncertainty of both the forecasts and the TAT’s should be taken into account 

through parametric studies. 

Comparing to the company’s previous rotables’ inventory management system, both the item 

classification and performance evaluation through simulation are new features, while new methods were 

introduced in the other 2 areas. The item classification allowed to identify the major demand pattern 

present in the items analyzed, the intermittent pattern, and to identify a large group of items with no 

demand for the past 4 years. Regarding the forecasting techniques, one of the new methods shows 

improvements, a 40% reduction in the MAPE, while the other has a similar performance to the original 

method used by the company. Given the short demand record, the analysis of the performance of the 

forecasting methods should be repeated in the following years, and the forecasts should not be used 

blindly. On the other hand, the simulation tool was developed with the purpose of evaluating the 

performance of the theoretical inventory management models under random demand occurrences. The 

Poisson model was adapted to the multi-location reality, and among the 3 theoretical models, is the one 

which recommends owning more spares. However, it is also the one which achieves the best 

performance. The theoretical models seem more adequate for items with relative low demand, which 
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represent most of the items, since that for high demand items, they might understate the required stock 

in a random demand occurrence context.  

Although the development of this system was exciting for its complexity and for the impact that it can 

have on the company, it faced some challenges. First, even though they are extremely relevant to the 

aeronautical industry, both demand forecasting and inventory management are subjects that are not yet 

studied in depth throughout the Aerospace engineering course. Furthermore, another challenging task 

was understanding how the information about so many items on such a large organization is structured 

and prepare it to be read by the system, so that all the calculations required would be performed in an 

automated sequence. Lastly, developing this system on a convenient programming platform for the 

company required time to learn and achieve the necessary skill in such platform.   

Finally, it is expected that the system can have an immediate impact in reallocating stock investment 

from items with no demand (nearly 200 spares) into the items that require the acquisition of new spare 

parts more urgently. Furthermore, with the demonstration of how the system can be used as a decision 

support tool, it is believed that the system will be able to aid managers make buy/sell decisions. 

6.2. Future line of work 

With this project the intention was to implement a first version of a complete inventory management 

system for rotables, which would represent an improvement when comparing to the previous system. 

Knowing that such system should be continuously upgraded, in line with one of the philosophies of the 

company (Kaizen), the system developed contemplates the possibility of improvement of each area 

(item classification, demand forecasting, inventory management and performance assessment), as they 

are all executed sequentially, but separately. Implementing item classification through demand volume, 

primary maintenance process and/or criticality, testing more forecasting methods (such as the Holt-

Winters’ method), and trying to include both the variation of the number of workers throughout the year 

and effects of queuing in the inventory management and simulation models are the recommended 

developments for the near future. 
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Appendix A 

Figures A20 to A28 illustrate the output of the system developed: 

 

Figure A20: System’s menu 

 

Figure A21: Items’ data 
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Figure A22: Demand records 

 

 

Figure A23: Analysis of the demand pattern 
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Figure A24: Forecasts 

 

Figure A25: Current stock performance, using either METRIC or VARI-METRIC 
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Figure A26: Recommended stock quantity, using either METRIC or VARI-METRIC 

 

Figure A27: Recommended stock quantity, using the Poisson model 
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Figure A28: Recommended stock quantity, using the simulation model 


